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Abstract
Domain Chaos in Rayleigh-Bénard Convection
Nathan Becker

Due to the Küppers-Lortz instability, Rayleigh-Bénard convection-patterns exhibit spatio-temporal chaos at the onset of convection when the sample rotates
fast enough about a vertical axis. Previous work showed that the scaling of the
correlation length ξ and frequency f determined from the experimental chaotic
patterns disagreed with the prediction from a Ginzburg-Landau weakly-nonlinear
model [34]. Commonly the power spectrum of the pattern images (the structure
factor) is used to extract ξ from the half-width of its peak and f from angle-time
correlation functions obtained from the structure factor. Past experiments and
simulations used standard Fourier techniques to calculate the power spectrum. On
the basis of simulations using the Swift-Hohenberg equation, we show that those
results are influenced strongly by the finite image-size available from experiment.
In the case of ξ, the disagreement between experiment and theory was resolved by using the maximum-entropy method to calculate the power spectra.
The maximum-entropy method is not as sensitive to the finite image-size effect.
By utilizing this method, we found agreement between experiment and the prediction.
viii

In the case of f it was found that the centrifugal force, which is commonly
neglected in models of domain chaos, is responsible for the discrepancy between
experiment and theory. Furthermore, we discovered a hybrid state consisting of
domain chaos in the interior of the sample surrounded by an annulus of radial
rolls with gliding defects, which is caused by the centrifugal force. We utilized
local wave-director analysis techniques in order to characterize the hybrid state
as well as to study local properties of regular domain chaos.
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Chapter 1
Introduction
Rayleigh-Bénard convection (RBC) is one of the most well studied systems in
the field of pattern formation [14]. It is an extremely attractive system for study
because it is accessible from both a theoretical and an experimental perspective,
yet it still provides a wealth of interesting pattern forming situations [6]. The
Navier-Stokes fluid equations provide us with the equations of motion for RBC,
allowing a detailed understanding of the dynamics [10]. From linear-stability
analysis we have an understanding of the transition from conduction to convection [10], while weakly-nonlinear analysis has yielded an understanding of the
stable base state [57] as well as a map of the abundant catalog of possible convection patterns [8]. Experimental studies have investigated many of these possible
patterns [6], and even turned up a few surprises such as spiral defect chaos [47] and
also the presence of a pattern of squares when the convection sample is rotated
very quickly about the vertical axis [1, 55]. In this work, I will discuss a state
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known as domain chaos, which occurs in RBC with rotation about the vertical
axis [5, 9, 11, 29, 34–36, 40, 41, 64, 65].

1.1

Rayleigh-Bénard convection

Rayleigh-Bénard convection occurs in a layer of fluid, with height d, confined between two plates. The bottom plate is heated to a temperature Tb and
the top plate is cooled to a temperature Tt resulting in a temperature difference
∆T ≡ Tb − Tt between the two plates. When ∆T reaches a critical value ∆Tc ,
the heat transport between the plates transitions from being purely conductive,
aside from fluctuations [49], to being both conductive and convective. By nondimensionalizing the fluid equations of motion, we find that the Rayleigh number

R=

αg∆T d3 ρ
κη

(1.1)

indicates the strength of the convection, where α is the thermal expansion coefficient, g is the acceleration of gravity, κ is the thermal diffusivity, η is the shear
viscosity, and ρ is the mean fluid density. The convection threshold is reached
when R = Rc , and in the case of rigid boundary conditions as we have in the
present experiment, Rc = 1708 [10].
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We are interested in the situation where the flow can be well described by the
Boussinesq approximation to the Navier-Stokes equations. This approximation
assumes that all fluid properties are constant, except for the gradient in the fluid
density, due to thermal expansion, which provides the buoyancy for the flow [10].
We also concentrate on a thin horizontal layer of fluid with moderately large
aspect ratio Γ ≡ r0 /d where r0 is the lateral radius of the sample. Under these
circumstances, the bifurcation to the convective state is supercritical, yielding a
simple pattern of convection rolls as shown in Fig. 1.1. This state is known as the
ideal straight-roll state and it is realizable experimentally for small values of the
control parameter ε ≡ ∆T /∆Tc − 1 [6].

Tt
d
λ

Tb

Figure 1.1: Schematic of ideal flow in the Rayleigh-Bénard convection system.
Red and blue hairpins indicate the flow of hot and cold gas. The sinusoidal
curve shows the shape of the intensity pattern that would be observed by the
shadowgraph, used in the experiment to visualize the convective flow.

At the onset of convection, and generally at least locally for larger ε, the
system selects a unique wave number k ≡ 2π/λ, where λ is the wavelength of
the convection rolls as indicated in Fig. 1.1. Typically, λ ≃ 2d so that the rolls
3
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are more or less circular. In the case of rigid top and bottom boundaries and
no lateral boundary, the critical wave number is kc = 3.117 (measured in units of
1/d), meaning that only rolls with that wave number are stable under infinitesimal
perturbations [10]. In practice, such a condition is more or less realizable in the
experimental system, even though there is necessarily a finite lateral boundary [6].
We will focus on the case where the sample is also rotated about the vertical
axis. In this case we define the unitless rotation rate Ω ≡ ωd2ρ/η, where ω is the
physical rotation rate in radians/second. We also restrict ourselves to moderate
Prandtl number Pr ≡ η/κρ ≃ 1. (In order to avoid misleading the reader, we note
that κ contains a factor of 1/ρ which causes Pr to be more or less independent of
the fluid density). The time scale of the pattern dynamics is measured in units of
vertical thermal-diffusion time, τv ≡ d2 /κ.

1.2

Domain chaos

Domain chaos occurs in Rayleigh-Bénard convection when the sample is rotated about the vertical axis beyond a critical rotation rate Ω > Ωc . The Coriolis
force induces an instability in the convection rolls known as the Küppers-Lortz
instability [40, 41]. Rolls are unstable to a new set of rolls that are rotated at a
particular angle relative to the first set. However, once this new set of rolls over-
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comes the original rolls, it is also unstable to another set of rolls rotated again.
This leads to persistent and chaotic switching dynamics.
During their brief lifetime, the rolls form coherent patches known as domains.
A domain-switching event is shown in Fig. 1.2. The circled domain in the figure
illustrates the purest realization of domain chaos. Generally the dynamics is much
more complex because it is dominated by motion of the domain walls and traveling
defects peppered liberally throughout the pattern.
Since domain chaos appears as a supercritical bifurcation from the conduction
state, it offers a unique opportunity for theoretical study because weakly-nonlinear
theories are expected to be applicable. Among other things, these theories, in the
form of Ginzburg-Landau (GL) or Swift-Hohenberg (SH) equations, by virtue of
their general structure and from their numerical solutions, make a prediction about
the ε dependence of a correlation length ξ and a characteristic frequency f . The
correlation length is the inverse half-width at half-height of the structure factor
(SF), which is the power spectrum of the pattern. The prediction is that ξ should
vary as ε−ν with ν = 1/2 as ε vanishes [15, 23, 48, 51, 52, 54, 60], and that it is the
only length scale in the problem. Similarly, f should vary as εµ with µ = 1 and that
is the only time scale in the problem. Thus it was particularly disappointing that
experimental measurements for domain chaos disagreed with this expectation [34].
Determinations of a correlation length ξ¯ based on the variance of the SF found
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Figure 1.2: A timeseries of a domain switching event for Ω = 16.25 and ε = 0.13.
The circled region highlights a domain as it switches orientation. The interval
between the frames is 2τv .
ξ¯ ∝ ε−νef f with νef f ≃ 1/4 rather than 1/2. Similarly the frequency f was found
to vary with ε as f ∝ εµef f with µef f ≃ 1/2. A major goal of the present work is
to explain these discrepancies, and as a result we now feel they are understood.
Several possible explanations of the apparent disagreement with theory have
been explored by various authors. Hu et al. proposed that defects and fronts
injected by the side wall into the bulk may play an important role [36]. Laveder
6
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et al. demonstrated that additive white noise intended to mimic the effect of wall
defects decreases ν to the value of νef f measured experimentally provided that
the noise level is sufficiently large [42]. Recent unpublished experiments in our
group using a sample with a radially ramped spacing [2, 3] render the side-wallinjected defect idea an unlikely explanation. On the basis of numerical simulation
using a SH equation, Cross et al. proposed that the finite size of the experimental
convection sample decreases the effective value of ν, but found no similar effect
for µ [17].

1.3

Experimental Configuration

We used three different sample configurations in the present work. These differ
from each other mainly in their varied aspect-ratio due to the use of different
sample thicknesses. The fluid used was sulfur hexa-fluoride (SF6 ), a compressed
gas under our operating conditions, and the pressure was chosen so that the fluid
properties permitted the Boussinesq approximation to apply well for each of the
samples.
The largest aspect-ratio sample had a height d = 553 µm and Γ = 80. It had
a pressure of 25.44 bars and a mean temperature of 43.00◦ C with Pr = 0.88. A
medium sample had Γ = 61.5, a thickness of 720µm, a pressure of 20.00 bars, a
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mean temperature of 38.00◦ C, and Pr = 0.87. The smallest sample had Γ = 36,
was 1230µm thick, operating at 12.34 bars, with a mean temperature of 38.00◦C,
and Pr = 0.82.

1.4

Outline

In the chapters to follow, I will discuss the experimental techniques, the data
analysis, integration of some idealized structure-factor forms, as well as results
both from simulation and experiment. The experimental techniques, including an
overview of the main workings of the apparatus as well as instructions of how to
use the various components are contained in Chap. 2. In Chap. 3, I will discuss the
multitude of data analysis techniques that were utilized to study the convection
patterns, as they were applied both to shadowgraph images from the experiment
and also to patterns generated via simulation of the Swift-Hohenberg model. The
details of how to compute the moments of the Swift-Hohenberg structure factor
are contained in Chap. 4. Chapter 5 contains the details of the Swift-Hohenberg
simulation, mostly focused on the effect that a finite pattern-image size Γ∗ has on
the estimation of the structure factor, and the consequences of this effect on the
determination of the correlation length ξ. The results of the local wave-director
analysis for the experimental data are in Chap. 6. We were able to overcome
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the effect of the finite image-size effect by using the maximum entropy method
to determine the structure factor, and the results from the experiment using this
technique are presented in Chap. 7. Finally, Chap. 8 contains experimental results of a hybrid state induced by the competition between the centrifugal and
Coriolis forces at large enough sample size Γ, as well as a comparison of the experimental results to simulations of the Boussinesq equations that is the result of
a collaboration with J.D. Scheel and M.C. Cross at Caltech.
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Experimental Techniques
Past authors described the inner workings of the rotating gas-convection apparatus in great detail [7, 33, 58]. Rather than reproduce that information here, I
will explain the modifications that I contributed as well as providing some useful
tricks for the successful operation of the apparatus. In order to give the reader
some background, without the need to resort to outside sources, I will also give
an overview of the main components of the apparatus.

2.1

Overview of the Apparatus

The completely assembled and running apparatus is shown in Fig. 2.1. The
upper section consists of the shadowgraph tower which contains all of the optics
necessary for visualizing the convective flow. The lower section consists of a
pressure vessel containing the convective sample immersed in a cooling-water bath.
The entire apparatus sits on a rotating table which facilitates uniform rotation
10
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Figure 2.1: The whole apparatus photographed while rotating for dramatic effect. A: the shadowgraph tower. B: Location of camera and imaging lens. C:
Location of collimating lens. D: Pressure vessel surrounded by two layers of foam
insulation. E: Rotating table. F: Slip rings for passing electrical signals between
the lab frame and the rotating frame. G: Power supplies for bath heater, bottom plate heater, ballast heater, and stepper motor controller, controlled by the
iMac sitting on the desk. H: Multimeter, communicates bath thermistors, bottom
plate thermistors, and pressure transducer readings to the iMac. J: Frequency
generator, controls rotation rate. K: Stepper motor controller.
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about the vertical axis. In the descriptions and photos to follow, I will show the
apparatus as it is being dismantled and reassembled so that each major component
is discussed.
The shadowgraph is a convenient and noninvasive technique for visualizing
the convective flow. The density variation in the fluid, due to regions of hot and
cold traveling fluid, results in index of refraction variations. When parallel light is
shined through the sample, it is refracted towards the cold regions of the fluid. The
mirrored surface on the bottom of the sample reflects the light upward through
the sample, doubling the refractive effect, which is then imaged on a CCD camera
above. Cold fluid appears bright in the image and hot fluid appears dark.
After the shadowgraph tower is removed and the pressure vessel emptied and
opened, we are left with the view shown in Fig. 2.2. The upper section of the
pressure vessel, denoted by the blue box in the figure, contains the convection
sample, water bath, and pump, and rarely needs to be removed and opened.
Occasionally the water pump may jam, but that problem is mostly fixed now as
discussed below.
Underneath the rotating table, the slip rings are visible as shown in Fig. 2.3.
These are what allow electrical power and signals to be transmitted between the
lab frame and the rotating frame. The teeth make electrical contact with the
rings as they spin. Over time the teeth have a tendency to collect dirt, and this
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Sample

rotating table

Figure 2.2: The pressure vessel sitting on top of the rotating table. The convection sample is not installed, but the labeled arrow indicates where it would fit.
The blue box denotes the upper section of the vessel, which is shown removed in
some figures that follow.
dirt may facilitate a weak connection between otherwise electrically isolated teeth.
This is a problem, and the main symptom is that the temperature regulation no
longer maintains fluctuations of the order of 0.5 mK of the set point. The dirt is
easily removed by opening the panel and cleaning the rings and teeth with high
pressure air flow. Of course, all electrical current flowing into the teeth must be
turned off during this process.
After removing the upper portion of the pressure vessel as shown in Fig. 2.4,
the water pump may be accessed as shown in Fig. 2.5 by turning the upper portion
upside down and opening the bottom of it. The water pump has been removed in
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slip rings

stepper motor

Figure 2.3: The view underneath the rotating table. The slip rings are labeled
with a red arrow. The electrical probe is being used to examine the teeth that
(when assembled) make contact with the slip rings. The stepper motor that drives
the rotation belt, which is underneath the platform shown in the picture, is also
visible.
this figure to show the gap where it fits. The pump is an aquarium pump that has
been potted in a container. The pump may jam if the rotor slips off axis a bit. In
order to prevent this from happening, the pump it held very tightly. Rubber feet,
as shown in Fig. 2.6 have been added to the bottom so that when everything is
sealed and the screws are tightened, the axis cannot slip out of alignment due to
the additional tension from the feet.
The bottom plate of the convection sample is shown in Fig. 2.7. It is a cylindrical slab of diamond-machined aluminum, thus it has a mirror finish for reflecting
the shadowgraph light through the fluid as well as having high heat conductivity

14

Chapter 2. Experimental Techniques

Figure 2.4: The top section of the pressure vessel is removed. The wires for the
heaters, thermistors, and water pump power are visible.

Figure 2.5: The top section of the pressure vessel, flipped upside down and
opened on the bottom, exposing where the (removed in this figure) water pump
is installed.
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pump

extra thickness

Figure 2.6: The installed pump as indicated by the arrow. Some rubber feet are
attached to the pump to provide extra thickness.

diamond−machined aluminum

paper sidewall

foam insulation

Figure 2.7: The bottom plate inside of the convection-sample can. Arrows
indicate the paper sidewall and surrounding foam insulation.
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to help provide uniform heating of the convecting fluid. An electrical heater is
attached on the bottom of the aluminum plate (not visible) to provide heat input
for driving the convection. A piece of insulating foam surrounds the bottom plate
in order to prevent convection from occuring in the gas that is contained inside
the pressure vessel, but outside the sample. The paper sidewall is sitting on top
of the bottom plate. The sidewall acts as a spacer for controlling the sample
thickness as well as providing a lateral boundary for the convection. In order to
minimize the sidewall forcing, which causes the convection pattern to take on the
symmetry of its container, we try to match the sidewall conductivity to the gas
conductivity as closely as feasible. Paper has a conductivity within about 1 order
of magnitude with that of the gas, making it the best available choice [7].
The top plate is made of sapphire so that the conductivity is reasonably large,
although not as large as aluminum. Sapphire is also desirable because the top
plate must be transparent for the flow visualization and must also resist deformation under a slight pressure differential between the wet and dry regions, thus
maintaining a uniform sample thickness. The completely assembled convection
sample is shown in Fig. 2.8.
Water flows over the top plate, as shown in Fig. 2.9 in order to provide cooling.
The water flows up from underneath the sample, around the sides and over the top
before draining back to the pump. The draining flow provides a layer of insulation
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paper sidewall

Figure 2.8: The complete convection sample resting on a stand specially designed
for that purpose. The sapphire top plate sandwiches the paper sidewall with the
aluminum bottom plate.

Figure 2.9: The convection sample installed in the pressure vessel with the water
bath flowing over it.
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between the outside environment and the up-flowing cooling water, which must
remain closely at the desired temperature so that it may carry away the correct
amount of heat from the top plate.
to wet region

laser

extra water volume

outlet to pump
pump

liquid nitrogen

SF6 tubing from cylinder to dry region

Figure 2.10: The degassing process. The beam expander, containing the laser
for tuning the top and bottom plate separation so that the plates are parallel to
each other, is also visible.

All bubbles in the water bath must be removed because they not only interfere
with the flow visualization by appearing as dark spots in the image, but also they
increase the compressibility of the water, making it more difficult for the bellows
to equalize the pressure between the dry and wet region. To accomplish this, a
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degassing process is carried out after the water bath is filled and sealed, but while
the entire pressure vessel is still at atmospheric pressure.
Figure 2.10 shows the setup during the degassing process. The wet and dry
regions are connected by the liquid nitrogen trap which prevents water vapor from
actually entering the dry region. The whole pressure vessel is pumped down to
roughly 500-1000 mTorr. This pulls air bubbles along with some water vapor
out of the wet region, as can be seen by the vigorous bubbling in Fig. 2.11.
Simultaneously, the pumping also cleans the dry region of contamination due
to exposure to air during the assembly process. After waiting some time, the
pump is turned off and SF6 is bled into the whole pressure vessel until it reaches
atmospheric pressure. This presses the water from the external water volume back
into the wet region, just filling it up completely. The whole process is repeated
several times. After waiting some additional time, any remaining air bubbles will
dissolve in the water bath.
Once the bubbles are cleared from the water bath, the pressure vessel is filled
to the desired pressure, which was 12-25 bar depending on the sample thickness
used. At this point it is possible to make a fine adjustment of the tension between
the top and bottom plates in order to make sure these are parallel. An expanded
laser beam is shined directly into the sample through the window. The laser
setup is visible in Fig. 2.10. Newton rings are observed and the three rods shown
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Figure 2.11: Bubbles visible in the water region during degassing process. The
three rods coming out of the pressure vessel allow fine adjustment of tension on
the sample so that the top and bottom plate can be made parallel.
in Fig. 2.11 are turned until the rings are uniformly circular and widely spaced,
indicating that the plates are parallel.
The iMac computer regulates the temperature difference ∆T across the convection sample by controlling the voltage on an electrical heater pasted to the
bottom plate, and an electrical heater contacting the water bath. Separate thermistors contacting the bottom plate and water bath provide temperature data to
the iMac. The gas pressure is also regulated by the heating of an external ballast volume and monitored by the iMac with a pressure transducer. The pressure
difference between the wet and dry regions is nearly zero, and is regulated me-
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chanically by the bellows which naturally expands and contracts to balance the
forces.

2.2

Shadowgraph Configuration

The physical optics analysis of the shadowgraph system [59] predicts that the
strength of the observable signal depends on the viewing distance z1 and pattern
wave number k. For straight rolls at a small enough value of ε, the sensitivity S
is

S=

γ22

sin

2



k 2 (z + z0 )
2κo



(2.1)

where the wave number of the pattern is k, the wave number of the light is κo , and
γ2 is a correction factor that accounts for the finite size of the light source. For
the optical fibers used in present work, which were 50µm and 100µm in diameter,
γ2 is very close to unity.
The standard procedure is to use Eq. 2.1 to choose the optimum value of z1 .
The choice should be optimum in the sense that it makes the sensitivity large for
the range of wave numbers that will be observed in the experiment. For rotating
RBC at Ω ≃ 16 and at modest ε and Pr ∼ 1, the range of wave numbers is
typically 2.5 < k < 4.5 in units of d. Since the sensitivity oscillates as a function
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of z1 , it is usually ideal to choose z1 near the first maximum in Eq. 2.1. There
are two independent rods on the apparatus that allow adjustment of z1 . One
of these rods changes the distance sm between the CCD camera and the lens.
The other rod changes the distance sz between the lens-camera system and the
imaging plane. Together these two rods are used to choose a value of ∆z, the
distance between the focal plane of the convection pattern and the image plane
of the lens-camera system. Geometric optics relates ∆z to the viewing distance
z1 . Using the following two relations, obtained from Fig. 2.12,

z1 = z0 + s

(2.2)

f = s′ + ∆z

(2.3)

and the lens equation from geometric optics,

1
1
1
+ ′ =
(−s) s
f

(2.4)

yields

z1 = z0 +

f (f − ∆z)
∆z

after some algebra.
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image plane
z0
convection sample

yo

focal plane

s = object distance
sz
f

sm = CCD image distance
CCD

yc

∆z

s’ = image distance
collimating lens

yi

imaging lens

Figure 2.12: The shadowgraph optical system.

2.2.1

Techniques for setting ∆z

It is often a straightforward, although tedious, task to set the desired ∆z via
trial and error. The camera and imaging-lens system sits on a track that allows
it to be temporarily moved without disturbing the set points on the rods. To set
∆z, the rods are turned to an approximate position and then ∆z is measured
with a ruler by lifting the camera and imaging-lens as a unit until there is only
a bright point visible in the image. The bright spot indicates that the imaging
plane is at the focal plane, thus, the distance the system traveled to reach that
point is ∆z, and is easily measured with a ruler. The process of turning the rods
and measuring ∆z is repeated until the desired set point is found.
It is sometimes not possible to use the trial and error method to set ∆z.
For large values of ∆z, the entire stage may not reach the focal point before
reaching the end of track. In this case, it is sometimes necessary to set the rods
at a smaller than desired ∆z, where it can be measured easily, and then count
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a number of additional rotations on the sz rod to reach the desired value of ∆z.
The sz rod changes the same amount as ∆z, and both the sz and sm rods require
28 rotations per inch. Unfortunately, this technique is often not ideal because the
sm rod must be held stationary because it does not vary linearly with ∆z. Since
the sm rod is used to adjust the magnification of the image, this technique usually
results in an undesirable magnification for the target ∆z. More trial and error
could be used, but it is more sure-fire to use geometrical optics to determine the
relationship between sm and ∆z and count the number of rotations on the sm rod
for the measurement of ∆z. To accomplish this, we first compute the relationship
between the size of the sample and the size of the image on the CCD camera. The
magnification of the shadowgraph image from the collimating lens is

MT =

yi
s′
=−
.
yo
(−s)

(2.6)

Substituting Eqs. 2.2, 2.3, and 2.5 into Eq. 2.6 yields the size of the shadowgraph
image

yi =

yo ∆z
.
f

(2.7)

The imaging lens focuses this image onto the CCD, so we also need to determine
the resulting image size on the CCD. The magnification is
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MT =

yc
sm
=−
,
yi
(−sz )

(2.8)

which is combined with the lens equation

1
1
1
+
=
,
(−sz ) sm
fi

(2.9)

where fi is the focal length of the imaging lens, to yield the size of the image on
the CCD

yc =

y0 ∆z (fi − sm )
.
f fi

(2.10)

The goal is to determine a set point for sm , so rewrite Eq. 2.10 as



yc f
sm = fi 1 −
.
y0 ∆z

(2.11)

The procedure for setting ∆z by turning the sm rod requires knowledge of the
size of the convection sample in the image at both a known ∆z and at the point
where we wish to determine ∆z. First ∆z is determined through the standard
ruler method, and a reference image is taken from which the software determines
the size of the sample in the image. Then the sm rod is turned a known distance
∆sm , and a new image is taken. The new image plane distance, ∆z ′ , is determined
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from the new size of the sample in the image, yc′ , and the other known quantities
using

∆z ′ =

yc′
∆sm y0
+
fi f

yc
∆z

,

(2.12)

which follows from Eq. 2.11. The values of the necessary constants for the present
apparatus are y0 = 8.89cm, f = 64cm, and fi = 5cm. The CCD array is 6.4mm ×
4.8mm. It is a good idea to choose yc with a bit of tolerance so that the whole
image definitely fits on the CCD, so I use yc = 0.45cm. Because of the inverse
relationship between sm and ∆z, this technique often makes it possible to access
a hard to reach ∆z position with both an optimum magnification and a minimum
of rod adjustment.

2.2.2

Instructions for software

A program is available on the apparatus that carries out the calculations for
setting ∆z with the sm rod. It is named rgc measure dz.c and is located in the
bin and src folders with the rest of the apparatus control programs as discussed
in Sect. 2.7.1.
The procedure for using the program is as described above. First turn the
rods to a known ∆z setting. Next, run the rgc measure dz program. It will ask
you to input the current ∆z. Then it will take a picture and determine the size
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of the sample in the image. Using this information as a reference, the program
determines the new ∆z setting after some turns of the sm rod. Here is some
sample output from the program.
Please enter the current delta z in cm:

30.3

Output 308233 bytes to rgc measure dz.0.tiff at 0 microseconds
Calibration Results
center:

(249.306, 324.496) width:

439 height = 441

x/y ratio = 0.995465
yc = 0.439 cm delta z = 30.3 cm
After this initialization, a menu will appear that will allow a measurement to
be made. Turn the sm rod. Keep track of the number of rotations because the
program accepts that number as input. Fractional numbers are accepted, and
positive (negative) values correspond to clockwise (counter-clockwise) rotation as
viewed from above. The program will capture a new image and determine the
new ∆z from the rotation count of sm and the size of the sample in the image.
The following is some sample output.
Measurement options
0.

Exit

1.

Measure delta z

Enter the number of your choice:1
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Enter the number of rod rotations:

2

Output 308233 bytes to rgc measure dz.0.tiff at 0 microseconds
Results
center:

(249.881, 322.736) width = 351 height = 352

x/y ratio = 0.997159
yc = 0.351 cm delta z = 17.9735 cm

2.3

Distortion Correction

Spherical aberration in the shadowgraph lens causes some pincushion distortion in the images. For most purposes the effect is minor enough that it can be
neglected, but the local wave-director analysis is sensitive enough to detect it.
For the Γ = 36 sample, the distortion is noticeable by eye. In order to minimize
any systematic errors that this distortion may induce, I measured the distortion
and made an empirical correction to the images based on a least-squares fit to a
quartic equation.

2.3.1

Method of correction

In order to measure the distortion, I machined a mask containing a precise
grid of holes. This mask is placed on the top window of the apparatus so that
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it is in the shadowgraph beam near the convection sample. At this point in the
optical path, the shadowgraph beam consists of nearly parallel light, so the exact
location of the mask does not matter as long as it is perpendicular to the beam.

Figure 2.13: Schematic of the grid mask shown in actual size. The grid spacing
is 0.25” and there are 137 holes. The holes were cut with a #43 drill bit so that
they are 0.089” diameter. The center hole was cut with a #41 drill bit so it is
0.096” diameter.

Figure 2.13 shows a schematic of the grid mask printed in actual size. The
cylindrical mask is 3.490” diameter and contains 137 holes. The center hole was
made slightly larger than the other holes so that it could be easily located by
the analysis software. Ultimately, however, it was simpler for the operator to
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just input the coordinates of the center hole manually rather than to have the
computer attempt to locate it automatically.

Figure 2.14: Photo of the grid mask sitting on the top window with the shims,
indicated by the red arrows, holding it in place.

The mask rests on the top window in the 3.62” inner diameter top flange.
Three 0.06” thick shims are placed in the narrow gap to hold the mask rigidly in
the center of the window. Except near the shims, a narrow slit is exposed around
the circumference of the mask. Reflected light from the bottom plate illuminates
this slit in the image, which is convenient for alignment of the mask in the image.
A photograph of this configuration is shown in Fig. 2.14. After the mask is placed
in the top window, the shadowgraph tower is assembled on the apparatus in the
usual manner.
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Figure 2.15: Processed and inverted images of the grid mask. The numbers are
coordinates of each hole, as detected by the software, relative to the center hole.
Left: the image of the grid mask without distortion correction. Right: the same
image corrected for distortion.
An image of the mask is captured and processed. Bright spots appear in the
image at each hole. The same algorithm used for tracking defects, as described in
Sect. 3.6.2, is used to identify these dots and determine their positions. Figure 2.15
shows an inverted image taken of the grid mask so that dark spots in the figure
correspond to bright spots where light shined through the mask. The location of
each spot is determined relative to the center spot. Using the knowledge that the
holes are evenly spaced on the mask, the software determines the ratio r ′ /r as a
function of r, where r ′ is the radial position in the distorted image and r is the
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undistorted radial position on the mask. A quartic equation provides a decent fit
to the ratio data so that the relation

r ′ = r 1 + ar + br 2 + cr 3 + dr 4



(2.13)

and the resulting coefficients a, b, c, and d may be used as a coordinate transformation to undistort the image.

r’ /r
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Figure 2.16: The ratio of distance in the distorted frame to distance in the
undistorted frame. Plusses: Ratio from the raw distorted image as shown in
Fig. 2.15a. Solid line: Fit of 4th order polynomial to data marked by plusses.
Circles: Ratio from the corrected image in Fig. 2.15b.

The ratio data is shown in Fig. 2.16. The coefficients from the solid line fit
shown in the figure were used to transform Fig. 2.15a into Fig. 2.15b. Then
Fig. 2.15b was processed to determine the new ratio, which yielded the circles in
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Fig. 2.16. The corrected ratio mildly fluctuates about unity, indicating that the
distortion has been removed.

Figure 2.17: Image of domain chaos with Γ = 36, ε = 0.05, and Ω = 16.25.
Left: Filtered image with no distortion correction. Right: Filtered and distortion
corrected image.

Once the distortion coefficients are measured, they are used to remove the
distortion from all the images for a given Γ. An example of the result is shown
in Fig. 2.17. The difference between the distorted image and corrected image is
somewhat subtle, but noticeable by eye with careful comparison. It is much more
clearly visible when the local wave-director analysis is applied.
Figure 2.18 shows a strong effect on the local wave number in the distorted
image, especially at a large distance from the center. The empirical correction
yields a pattern with a nearly flat wave number profile, in agreement with results
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Figure 2.18: The azimuthal average of local wave-director magnitude at a
given radial position. Solid line: determined from the distorted pattern shown
in Fig. 2.17a. Dotted line: determined from the corrected pattern shown in
Fig. 2.17b.
from simulation of the Boussinesq equations which show no radial dependence of
the average wave number. In addition, the corrected image yields r points that
stretch out all the way to r = 36, in agreement with the fact that the sample has
Γ = 36. The raw image only reaches r = 31 at the edge of the image.

2.3.2

Usage of distortion software

There are two pieces to the distortion correction software. First there is
distortion.c which analyzes the image of the grid mask to locate the 137 holes
and determine r ′ /r. The user must then manually fit a quartic equation to the

35

Chapter 2. Experimental Techniques
output r ′ /r data using a favorite least-squares fitting package. Finally there is
undistort.c which takes the quartic coefficients and an image as inputs and outputs a corrected image. The correction code is also built into realspace.c and
mem2D.c so that those programs automatically remove the distortion if the correct
coefficients are set up in the parameter list.
To run distortion.c, the operator must specify the approximate location of
the center hole in the grid mask image. This need only be accurate to within one
hole distance. Provided there is sufficient contrast in the image, the software will
be able to detect each hole. The reason it needs the rough location of the center
is so that it knows where to start spiraling outward to label the other hole points.
To specify the center location, set the coordinates in the #define statements at
the top of the program.
#define APPROXI 208.

/* approximate center location, i */

#define APPROXJ 208.

/* approximate center location, j */

From the center, the program first finds the four nearest neighbors and determines
their pixel distance. The software assumes that the distortion is negligible near
the center so that the pixel spacing for these nearest neighbors corresponds to the
true spacing. As discussed below, I find this to be a reasonable approximation.
Partial output from distortion.c is as follows:
Found 137 holes as expected.
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Found center hole at 207.333333333333, 208.569444444444
Found center’s neighbors.

Distances from center to neighbors are:

(0,-1) -> 32.8466 pixels (0,1) -> 32.4019 pixels
(-1,0) -> 32.8064 pixels (1,0) -> 32.7879 pixels
Average distance from center to neighbors = 32.7107 pixels.
Standard deviation = 0.179537 pixels
DX = 0.0194126 cm/pixel
The standard deviation of the average distance to the neighbors is useful for
aligning the shadowgraph tower to be orthogonal to the convection sample and
mask. A slight tilt causes a linear distortion in the plane of the image (in contrast
to the radial distortion from the optical aberration). By tweaking the shadowgraph position through the tightening and loosening of the fastening screws, the
tower can be aligned so that the four nearest-neighbor distances are nearly identical, indicating the absence of such a linear distortion.
As a further sanity check, the program outputs two images. One is called
blobsanity.tiff and contains a 1-bit dithered (through thresholding of the pixel
intensity) negative image of the grid mask with black blobs at each hole and a
white pixel denoting the center of each blob as determined by the software. This
image is the reduced data that is actually processed by the tracking algorithm,
so if something is strange the user can instantly see what needs to be corrected.
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The likely problem is that the threshold value for the pixel intensity is not appropriate for the contrast in the image. This parameter, BLOBTHRESH, must be
changed in the #define statement to a proper value. A second image, named
gridsanity.pict, is a negative image of the grid mask image with the coordinates relative to the center hole labeled. Examples are shown in Fig. 2.15. This
allows a quick check to verify that the program found the correct center hole and
correctly labeled the surrounding holes. The main reason this would fail is if the
approximate center location was not specified accurately enough by the user.
The undistort.c program allows a quick check to make sure the coefficients
determined from the fit give a sensible correction. It accepts parameters on the
command line. The usage is
Usage:

undistort filename a b c d centeri centerj outfilename

where a, b, c, and d are the coefficients in the fit of Eq. 2.13 and centeri
and centerj are the coordinates of the center as determined by distortion.c.
The corrected image is necessarily a different size than the raw image. The
undistort.c program automatically determines the new size by finding the root
of Eq. 2.13 that is nearby the raw sample radius. The target image dimension
should be noted so that it can be used as parameter in the realspace.c and
mem2D.c programs, which, for the sake of flexibility do not automatically choose
an output dimension.
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2.4

Calibration of the pixel spacing

In order to measure a physical length scale in the image it is necessary to
know the size of a pixel. This is accomplished by taking images of straight rolls
near onset. The wave number at the convective onset is kc = 3.117 for rigid
boundaries [10]. The local wave-director analysis software determines the average
k for the straight roll images. The mean value of k is extrapolated to ε = 0 using
a quadratic fit to the k vs. ε data, and the pixel spacing is chosen so that the
measured kc = 3.117.
3.20

3.18

k

3.16

3.14
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0.00
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Figure 2.19: Quadratic extrapolation of the mean k determined from local wavedirector analysis on images of straight rolls from the Γ = 36 sample.
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Figure 2.19 shows an example of this extrapolation. The quadratic polynomial
provides a decent empirical fit for determining the pixel spacing. In this case, for
data from the Γ = 36 sample, the fit indicates that the spacing is 0.0193 cm/pixel.
An alternative to calibrating the pixel spacing using knowledge of the theoretically predicted kc is to measure it directly with some known object in the image.
The grid mask discussed in Sect. 2.3 provides such a reference. Using the average pixel spacing between the center hole and its four nearest neighbors, along
with knowledge of the physical spacing on the mask, yields a spacing of 0.0194
cm/pixel, in excellent agreement with the kc measurement. Such remarkably good
agreement may be somewhat lucky, as the same pixel spacing measurements on
the Γ = 80 sample only agree to within about 4.5%, still a satisfying result.

2.5

Interferometer measurement of sample thickness

Before considerable effort is put forth towards assembling the apparatus with
a new convection sample, it is necessary to measure the sample thickness accurately. The thickness is estimated by choosing an appropriately thick sidewall,
but because the samples studied here are so thin, various uncontrollable factors
in the assembly affect the exact thickness. An interferometer is used to measure
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thickness, as discussed elsewhere [7]. My intention here is to provide some helpful
details, including a derivation and diagram of the interferometer use, as well as a
couple of tips for the successful measurement of the sample thickness.

1

incoming beam

x

d

θ x
1
2θ x

2

top plate

2

bottom plate

Figure 2.20: Geometric diagram of the interferometer.

Figure 2.20 shows a diagram of the interferometer. Light from a HeNe laser
with λ = 632.8nm shines on the sample and reflects off of both the top and bottom
plate. A photo detector measures the intensity of the combined reflected beams.
Due to interference between the separately reflected rays, the intensity depends
on the incident angle θ. The additional distance traveled by ray 2 compared to
ray 1 is x1 + x2 . The distance for constructive interference is
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x1 + x2 =

mλ
n

(2.14)

where m is the fringe order and n is the index of refraction of the gas between the
plates. The relations

x1 cos θ = d

(2.15)

x1 cos 2θ = x2

(2.16)

and

are readily obtained from Fig. 2.20. Combining Eqs. 2.14-2.16 yields

d
d cos 2θ
mλ
+
=
,
cos θ
cos θ
n

(2.17)

mλ = 2nd cos θ

(2.18)

which reduces to

with some algebra.
The procedure for measuring the sample thickness is explained elsewhere, but
I will note some useful points. The basic idea is to sweep a range of θ and note
the locations of a handful of consecutive intensity maxima, which may then be
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used to fit Eq. 2.18 and determine d. The first important tip is to allow the HeNe
laser to warm up for several hours before making the measurement. The laser
may take a while to stabilize, and fluctuations in the intensity during this time
make it very difficult to locate the peaks. It is also necessary to adjust the laser
position so that the beam is perpendicular to the interferometer stage when the
vernier scale reads θ = 0◦ . The easiest way to do this is to place a reflector on
the stage and adjust the set screws holding the laser until the beam is reflected
directly back into the laser.

2.6

Some minor improvements

There are a couple of minor improvements that I made to the physical construction of the apparatus. I record them here mostly for the sake of documenting
them, as a future operator does not require any significant knowledge to benefit
from them.

2.6.1

Bellows restraint

The bellows provides a contact between the dry and wet region, allowing the
gas to press on the wet region and equalize the pressure, thus, the bellows are
usually in a compressed state. It is possible to accidentally reverse this situation
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so that the water pressure is larger than the gas pressure. This may overextend
the bellows and cause irreversible damage. I did this once during the degassing
process, and the bellows became stuck in a stretched position. Fortunately there
was no permanent damage, and the bellows popped back into its normal state
with a firm press. To prevent this from happening again, the machine shop welded
some restraints onto the bottom of the can so that the bellows could not reach an
overextended position. Photos from before and after the restraint was placed are
shown in Fig. 2.21.

Figure 2.21: Left: The bellows after they were accidentally overextended. Right:
The bellows have been popped back into place and a restraint was welded to the
bottom of the can.

2.6.2

Optical fiber position adjustment

I machined a new connector for the optical fiber that clamps into place. The
shape is the same as the original, except the new one is longer and is held to the
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shadowgraph tower with three set screws. These screws allow a bit of tweaking of
the angle of the light source. The old style connector could wiggle a bit and this
would provide a bit of variability in the light intensity, and possibly an intensity
gradient across the image. The new connector overcomes these problems. It is
also a good idea to use some masking tape to fasten the extra slack of the optical
fiber to the shadowgraph tower so that the fiber does not wiggle around when the
apparatus rotates. Photos of the connector and the clamp on the shadowgraph
tower are shown in Fig. 2.22.

Figure 2.22: Left: The optical connector clamped to the shadowgraph tower
with the set screws. Right: The optical connector removed from the tower. The
red LED light is barely visible at the tip.
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2.7

Guide to apparatus control and data recording on the iMac

A computer controls the temperature and pressure regulators as well as the
rotation rate, in addition to capturing the images. Previously this was a PC
machine running QNX, but I upgraded to an iMac running Mac OS X. This
required some modification of the software in order to interface with the USB
GPIB controller. Also, I had to write a new framegrabber driver for the firewire
image-capture device [37].
The iMac provided several benefits over the QNX machine. Since it has a full
GUI interface there was added convenience for on-the-fly image checking while
in the lab. The vastly larger hard disk proved crucial to my success, although
admittedly a new hard disk could have been added to the PC. The ability to run
full analysis software on the iMac was very beneficial, as it allowed the interactive software such as the distortion correction and ∆z measurement described in
Sect. 2.2 and 2.3. The remote control was greatly improved, due to the SSH and
web server built into Mac OS X. I wrote a dynamic web page program that posts
the current apparatus status and any recently captured images. The web page,
in combination with the ability to make terminal connections over SSH and full
GUI connections over VNC, made it easy to completely control the apparatus re-
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motely. In the process of upgrading I also switched all the power supplies to GPIB
as well as gaining a GPIB controlled signal generator, which was significantly more
flexible than the Labmaster board in the PC.
In the following sections I will explain the layout of the software on the iMac,
how to run and set the regulators, how to capture images, the web page server,
and the use of automation for recording data.

2.7.1

Directory structure

There is a user named run who owns all the processes that control the apparatus. Everything is in the run user’s home directory in the experiment folder. The
full path is /Users/run/experiment. Notable folders inside of the experiment
folder are exptlib, web, and run. The run folder is the place to put any new data
as it is being recorded. The web folder contains the dynamic web page, and it is
the place where the web server looks for the top level web page. The exptlib
folder contains the software binaries, source code, and various configuration data
files. Notable folders inside of exptlib are bin, src, and var. As the names
suggest, bin contains all the program binaries for the apparatus control and data
taking, and src contains all the source code and compile scripts. The var folder
contains many configuration files that are used for communication between the
regulator programs and the data taking programs. Also inside of the var folder
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are the regulator logs for the bath heater, bottom plate heater, and pressure which
have been kept since the iMac began controlling the apparatus on September 26th,
2003. If an anomaly occurs, these logs may be of some value, although at some
time it may be desirable to delete them and start over.

2.7.2

Apparatus control software

There is a single program that controls the bath heater, bottom plate heater,
and ballast heater. It is called rgc reg.c. As with all the apparatus programs,
the source code is in the src folder. A compile script named ccg accompanies it.
To compile type
ccg rgc reg
The compiler will run and link to the necessary libraries for interfacing with the
GPIB controller. The resulting binary will be automatically copied to the bin
folder, overwriting the existing version.
There are several parameters at the top of rgc reg.c which may need to be
adjusted. First there are the DQ DT and ALPHA values for the bath, bottom, and
ballast heaters. These are the coefficients for the PID control and may be modified for different sample configurations to minimize the transients after a set point
change. A modified version of the regulator program called rgc reg calib.c
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should be used for calibrating these coefficients because it allows dynamic adjustment of the values.
Another set of useful parameters to change in rgc reg.c is the default set
points. These are located near the top of the program under the comment /* Set
up starting values */.
Unlike the QNX implementation of the regulators, which ran each regulator
in a separate program so that they could run in parallel under the real-time
multitasking feature of QNX, the combined regulator iMac program adjusts each
heater in serial. This implementation avoids collisions of USB commands and is
generally more stable than a parallel implementation on the iMac. Each heater is
updated every 3 31 seconds so that one loop comprises 10 seconds.
When the pressure vessel is being filled or emptied it is necessary to turn off the
regulators by stopping rgc reg, but it is still desirable to monitor the pressure as
the gas escapes. The program rgc pressure monitor.c prints the pressure and
change in pressure every 2.5 seconds without performing any regulation. It is a
good idea to keep the pressure change at 3 psi per minute or slower in order to
allow plenty of time for the bellows to equalize the pressure between the wet and
dry region.
The rotation rate is controlled by rgc rotation reg.c. This program accepts
rotation rate requests from other programs and ramps the signal generator up or
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down to the appropriate driving frequency. The ramping is necessary so that the
apparatus changes speed gently which helps avoid derailing the drive belt.
The data gathering program, run.c, can directly interact with the heater and
rotation regulators, but a set of programs for manually controlling set points is
also provided. The programs setbath.c, setbp.c, setdT.c, setpressure.c,
and setrotation.c ask the user for a set point for the bath temperature, bottom
plate temperature, ∆T , pressure, and rotation respectively.
After installing a new convection sample in the pressure vessel it is a good
idea to test the electrical connections to the bottom plate before degassing and
filling the vessel. This helps avoid the irritating situation where one may discover
there is a loose contact only after the apparatus is at pressure, requiring the
immediate emptying of the vessel in order to fix the poor connection. The program
rgc test bottom plate.c provides a convenient means to do this. It measures
the resistance of the bottom plate heater and thermistors as a check that the
connections are good.

2.7.3

Image capture

The simplest way to take a single picture is to run the takepics.c program.
This will output a single image to the current directory. The contrast, brightness,
cropping, and filename can be controlled by adjusting the source code. Since
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these settings will only need to be changed once for each convection sample, it is
convenient to have them hard coded in this way. The captured image is saved to
TIFF format and also submitted to the dynamic web page server discussed below.
The takepics lib.c library provides the C programming level interface to
the image capturing. The main function of interest is grab images burst(...).
This function accepts output directories, image quantity, capture interval, burst
interval, contrast, brightness, and cropping as parameters and spits out the requested number of images. The burst interval refers to the time averaging of
closely spaced images.
In order to filter out the electronic noise and the slightly visible motion of the
water bath flowing over the top plate, which generally has a much shorter time
scale than the convection pattern, a burst of closely spaced images is averaged together to produce a single final image at each time step. When first implementing
this, I tried a Fourier filtering scheme where the packet of images were grouped
together in a 3D matrix (2D images + 1 time dimension) and a low-pass filter
was applied along the time axis. I found that the time scale of the noise was so
much faster than the pattern dynamics that a DC pass filter was nearly ideal.
Since a DC pass filter is mathematically equivalent to time averaging, I was able
to greatly simplify the noise removal by skipping the Fourier filtering step and
averaging directly in real space.
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The timing of the image capturing is performed with the callback features of
Mac OS X. This allows the capture algorithm to receive control of the computer
at preset intervals so that the timing accuracy is unaffected by the multitasking
nature of the operating system. Since the grab images burst function handles
the timing internally, it is important not to call it multiple times with requests
for single images while doing the timing with something like the C library sleep
function. This would defeat the whole purpose of using the callback machinery
and result in poor timing accuracy.
It is often desirable to record regulator log data in conjunction with the images
so that a complete record of all observables is kept. During the down time between
image-capture bursts, the grab images burst function automatically copies the
regulator log data corresponding to each frame into a separate log for the given
experiment. If it becomes necessary in some future experiment to accomplish
additional tasks in between image bursts, then those tasks should be programmed
into this machinery for log recording since this will preserve the timing-accuracy
benefit of the callback feature.

2.7.4

Apparatus dynamic web page

A server program called rgc webupdate.c dynamically updates the web page
every 20 minutes. This interval can be changed in the source code by modifying
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the #define UPDATEFREQ statement near the top of the program. When an update
is performed, the current status page is backed up and a new one is generated
that lists the last 15 lines from each of the regulator logs as well as the current
∆T set point and measured value. The status page also contains hyperlinks to
the backed up previous page and a separate image page that displays the last 15
images submitted to the server in reverse chronological order. A caption may be
submitted along with an image and is displayed underneath it, along with the
time and date of the submission. The web page is immediately updated whenever
a new image is submitted. It is also possible to force an update by running the
program rgc update.c.
The websubmit lib.c library provides the C programming interface to the
web page server. The functions submit image file(...) and
force webpage update(...) are self explanatory. The run.c program usually
calls these functions after calling grab images burst(...) in order to force the
first image in a series of a recently captured images onto the web page. The
takepics.c program also calls these functions to submit any images captured.
Sometimes it is desirable to just watch the pattern without recording images. The
rgc monitor.c program is very useful for this purpose. It takes one picture per
hour and posts it on the web page.
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2.7.5

Running an experiment

The program run.c provides a template for running an experiment. It should
be modified for the specific parameters of the run. It uses calls to various custom
C library functions, as described above, to set the temperature regulators, capture
images, record regulator logs, and post the results to the web page. It is a good
idea to copy the run.c source code into the folder where the data will be stored.
The compile script ccr is placed in the run user’s path so that it may be called
from any directory to compile the run.c program with the command
ccr run
which will link the program to the necessary libraries and output the binary in
the current directory.
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The data processing involved in studying domain-chaos patterns utilizes various image analysis techniques. In what follows, I will explain many techniques
that were applied to pattern images after they had undergone some initial preprocessing. This preprocessing consisted mainly of dividing the experimental images
by a background image taken below the convective threshold [7]. The division
removed the deterministic artifacts in the images that may be characteristics of
the sample or apparatus. In the case of the Γ = 36 and Γ = 80 samples, the
distortion correction discussed in Sect. 2.3 was also applied. In the case of the
local wave-director analysis, an additional filter, as discussed in Sect. 3.3.1, was
applied to further smooth the pattern.
Many of the techniques relied upon a fast Fourier-transform (FFT) algorithm.
We used one that was capable of transforming images of arbitrary size so that
no interpolation or zero padding was required to re-size the image to an integer
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power of two [25, 26]. In the case of computing power spectra, we found that
interpolation of an image to a new size distorts the large-k behavior of the SF
because it smooths out random noise that is present in the original signal. The
use of zero padding circumvents the smoothing of the noise and thus avoids this
distortion at large k, but instead inserts ringing at small k. Due to the easy
availability of FFT algorithms that can work on any size image and the speed
of modern computers, there is no reason to sacrifice the behavior of the SF at
either large or small k. Additionally, the algorithm provided by Ref. [25] was very
fast and also was able to execute single transforms in parallel on our dual CPU
machines, providing an additional speed benefit in some cases.

3.1

Estimation of 2D Power Spectra

A commonly studied quantity in pattern-forming systems is the the power
spectrum of a pattern image, known as the structure factor (SF) [14]. In the
case of domain chaos, the power spectrum is averaged over a sequence of images
because the system is isotropic and we hope to obtain an ensemble average of the
state. Since the images are 2D, we generally obtain a SF of the form S (k, θ),
which is then azimuthally averaged to obtain S (k). We found that the accuracy
of S (k), estimated from the Fourier power spectrum, suffered greatly due to the
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finite size of the images of patterns that are available from experiment. As a result
we also utilized the maximum entropy method (MEM) as an attempt to overcome
the finite-size effect. Both techniques for obtaining the SF are discussed below.

3.1.1

Conventional Method with FT and Windowing

In applying the Fourier-transform (FT) method to compute S (k) from experimental data, we applied a Kaiser-Bessel window [39] to the background-divided
images and computed the magnitude squared of the FT. The azimuthal average
of the squared magnitude of the FT yielded the SF S (k).

Figure 3.1: Shapes of windowing functions. Solid line: a Welch window. Dashed
line: a Kaiser-Bessel window with α̃ = 2.5.

We experimented with three windowing functions: a square window, a Welch
window, and a Kaiser-Bessel window [39]
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In Eq. 3.1 t is the distance along one of the axes from the center, τ is the half-width
of the image, and I0 is the modified Bessel function of the first kind and order zero.
The parameter α̃ controls the rate at which the window drops off as the edge of
the image is approached. Since the data was two-dimensional, the window was the
product of a one-dimensional window function in each direction. The shapes of
the one-dimensional functions are shown in Fig. 3.1. Since the windowing function
attenuates the signal around the edges of the image, it reduces the total power.
To compensate for this we divided S (k) by a constant so that the total power in
the final SF agreed with the total power of the raw image.
The specific windowing function did not greatly affect the result for ξ. We
ultimately settled on using a Kaiser-Bessel window with α̃ = 2.5. Our major
results determined from the SF, namely the exponents ν and β and the scaling
collapse of the SF, were independent of the windowing function.
Even after dividing the experimental images by an optical background, the
resulting SF still contained the non-deterministic part of the background spectrum
present in the images taken below onset. Since fluctuations [49, 61] are too feeble
to be detected for the parameters of the present experiment, we attributed this
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background signal primarily to electronic noise and subtracted a background,
determined below onset, from the SF above onset. As a result, for the case of
experimental data, we considered the background subtracted SF δS (k) ≡ S (k) −
Sb (k) where Sb (k) is the SF averaged over many images below the onset. We also
applied the FT to simulations of the SH domain-chaos model. In that case there
was no need to divide by a reference image or to subtract electronic noise, so we
used S (k) computed directly from the simulation images.

3.1.2

Maximum Entropy Method

We attempted to overcome the finite image-size problem of the FT method
by using the maximum entropy method (MEM) to estimate S (k). Although this
method is commonly used for 1D data [53], computing the spectrum of 2D data
with this technique is still somewhat of an open problem [43]. We implemented
the algorithm detailed in Ref. [44] which uses an iterative method to arrive at the
power-spectrum estimate. Figure 4 in Ref. [44] provides a detailed flowchart of
the MEM algorithm, which we followed precisely.
The reason why we used the MEM to overcome the finite image size is because
the MEM seeks to continue the auto-correlation of the image beyond the available
data length. The MEM has the property that it continues the auto-correlation
such that the integral of the logarithm of the continued power spectrum (the spec-
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tral entropy) is maximized subject to the constraint that the FT of the continued
spectrum still matches the auto-correlation of the available data over its range,
i.e. the Wiener-Khinchin theorem is satisfied over the known range [43]. However, we do not claim that the entropy maximization is directly the reason for
the success of the MEM. Rather, the MEM is simply a method of expressing the
power spectrum as a series expansion, just like the FT is, but it uses a series of a
different form that is very useful for our purpose. The MEM provides the power
spectrum as an expansion of the form

S (kx , ky ) =

1
,
F [λ (n1 , n2 )]

(3.2)

where λ (n1 , n2 ) are the coefficients of the expansion and F [· · · ] is the discrete
Fourier transform from (n1 , n2 ) space to (kx , ky ) space. This is an expansion
containing sines and cosines in the denominator, in contrast with the FT where
sines and cosines are in the numerator, thus the resulting power spectrum may
more accurately represent sharp peaks because it may contain poles [53]. The
property that the MEM continues the auto-correlation beyond the data range is
valuable as well. It was shown previously [45] that the MEM is much less sensitive
to short data lengths than standard Fourier analysis.
The algorithm in Ref. [44] depends on an accurate estimate of the autocorrelation of the data. A central section is cut from the auto-correlation data
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and used in the iterative process. For all the analysis in the present work we
used a region size of 45 × 45 data points, which corresponded to about 12d × 12d
for the Γ = 61.5 sample and also for the SH simulation. The iterative process
produces auto-correlation data that is continued beyond this region according to
the spectral-entropy maximization-criteria that defines the MEM. The number of
coefficients λ (n1 , n2 ) determines the size of the continued region. In principle it
is possible to use a relatively small continued-region size, in order to reduce the
required amount of computation, and then embed the resulting λ (n1 , n2 ) into a
larger region, setting higher order coefficients to zero in order to produce a finely
meshed power spectrum. In practice we found that this approach, while advocated in Ref. [44], did not always produce positive-definite power spectra and
thus was not stable for our purposes. Instead we ran the entire algorithm on a
large 720 × 720 mesh for λ (n1 , n2 ). Although this was heavily computation intensive, it did provide a reliable power spectrum estimate after a sufficient number
of iterations. On our modest fleet of 2 GHz PowerMac G5s, we could run roughly
200 iterations per minute per CPU. Typically we needed 50,000 to 1 million iterations for convergence, depending on the ε step, making the processing of all the
data in the present work a fairly massive undertaking.
The number of iterations depended on the auto-correlation error ǫ0 , as defined
by Eq. 25 in Ref. [44], which was reduced to a specified level. In the case of the
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Table 3.1: Convergence test for SH simulation data with Γ∗ = 150.
ǫ0
10−3
10−4
10−5
10−6

ν
0.858
0.619
0.555
0.533

β
0.277
0.455
0.496
0.506

SH simulation data discussed in Sect. 5.3, we found that ǫ0 = 10−5 was sufficiently
small to give convergence of the SF. Table 3.1 shows the results for ν and β in
the convergence test. By ǫ0 = 10−5, ν and β have nearly reached a constant. In
the case of the experimental data discussed in Sect. 7.1, we found that we only
needed ǫ0 = 10−3 for satisfactory convergence. This is likely due to the better
statistics for the auto-correlation function in the case of the experiment due to
the fact that we averaged the auto-correlation function over 4096 images per ε
step in the experiment, but only 256 images per ε step in the simulation.
In utilizing the MEM, we first averaged the auto-correlation over many images
in order to reduce statistical fluctuations. Then the MEM was applied to this
averaged auto-correlation to yield a single estimate of S (kx , ky ) at each ε step.
We note that, because the FT is linear, this is analogous to the procedure used
in the FT method where we reversed the order of operations by computing the
SF for each individual image and then averaging those to yield a single SF at
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each ε step. Due to the iterative nature of the MEM algorithm we used, it was
prohibitively slow to compute the SF for each image individually.

3.2

Instructions for Using the MEM Software

Running a series of images through the mem2D.c software provides the 2D
MEM estimate of the power spectrum. Unfortunately, because the algorithm used
by the software is iterative, it is sometimes tricky to achieve convergence. This may
take some trial and error, since even in 1D, where an exact solution is known, there
is not necessarily a best criteria for choosing the computation parameters [66]. In
the 2D case it will take some patience, but once good parameters are chosen,
success can be a source of considerable satisfaction.
The convergence measure ǫ0 is controlled in the program by the EPS0 parameter. The program will output two spectra, one when the convergence parameter
ǫ reaches 10ǫ0 and one when the convergence reaches ǫ0 . This makes it possible
to determine if true convergence was reached by comparing the spectrum at each
convergence level. It may seem like a good idea to just set ǫ0 as small as possible,
but this does not always work. The algorithm tends to approach the desired ǫ0
in a nonlinear way. It may seem to sit at very large ǫ for a huge number of iterations before suddenly locking in at a much smaller ǫ. This makes it somewhat
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unpredictable to known how long it will take for the software to compute a given
spectrum.
It is also very common for the algorithm to get stuck so that ǫ is barely
decreasing at all, and seems to be constant after a huge number of iterations.
Often this is caused by either allowing too many or too few modes in λ (n1 , n2 ).
We can think of λ (n1 , n2 ) as a square matrix of size MEM ADIM×MEM ADIM, where
the size of the matrix corresponds to the number of terms we are keeping in
Eq. 3.2. If MEM ADIM is too small then there will not be enough modes to represent
the spectrum and the algorithm will get stuck trying to achieve convergence such
that the MEM continuation of the auto-correlation function matches the autocorrelation function over the known data range. If MEM ADIM is too large then there
may be too much space in λ (n1 , n2 ) for the algorithm to explore. It is also a good
idea to use the same value of MEM ADIM for all data, because there may be unknown
systematic inconsistencies between different choices of MEM ADIM. Finding the best
choice, subject to all these constraints can be frustrating. I explored a huge range
of values before finally settling on MEM ADIM=45 for all the MEM analysis in the
present work.
There are a couple of other important dimension controlling parameters. The
value of MEM DDIM sets the size of the entire space used for continuing the autocorrelation function. This will be the size of the considerable number of FFTs that
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the algorithm must execute, hence its value greatly affects the speed of a single
iteration. In principle it should be possible to make MEM DDIM relatively small, at
least a few times larger than MEM ADIM, and then the result for λ (n1 , n2 ) may be
embedded in a bigger space to get a high-resolution spectrum. In practice, I found
that this embedding rarely succeeded in producing a positive definite spectrum as
discussed above. The size of the output spectrum is controlled by the parameter
MEM PDIM, which should be set to a relatively large value in order to achieve high
resolution in the power spectrum. We used a value of MEM PDIM=720 for the present
work. For safety it is probably a good idea to just keep MEM DDIM=MEM PDIM, which
will make the processing quite slow, and run everything patiently on a lot of very
fast computers.
Although mem2D.c is fairly easy to actually run, it will take some strategizing
in order to get useful results. First, I recommend doing a decent number of test
runs in order to decide on the best parameters as discussed above. Be sure to do
convergence testing by comparing spectra at different ǫ0 . The program makes this
easy since it always prints an intermediate spectrum at 10ǫ0 . Next, setup several
instances of mem2D.c with different output paths and on different computers. It
is likely that any serious amount of data will require running many temperature
steps in parallel on many different machines in order to finish all the processing
in a reasonable amount of time.
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On machines that have multiple CPUs, it may be desirable to setup the FFT
to run in parallel. This is done by editing the two lines near the top of main()
that are
fftw init threads();
fftw plan with nthreads(2);
which are commented out by default. Uncommenting them will cause the FFT to
run in parallel using two CPUs. On a machine with more than two CPUs, change
...nthreads(2) to the desired value. It is important to note that this will only
cause the FFT portion of the algorithm to run in parallel, so, depending on the
speed of the CPUs, there will roughly only be a net usage of about a third of
the second processor. It is more efficient to manually run two separate instances
of mem2D.c, each using one entire CPU. In most cases, a combination of parallelization configurations is desirable. For example, when running the jobs for the
present work, I had access to a couple of Macintosh G4 dual CPU machines, four
Macintosh G5 dual CPU machines, and one dual-core AMD Athlon64 machine.
The G4s were significantly slower than the other machines, and could contribute
little to the overall calculation because the G5s could easily lap them on a single
temperature step. By running a single instance of mem2D.c on each G4 machine
processing a single temperature step with two threads in the FFT, and running
separate instances of mem2D.c on each G5 CPU and Athlon64 core, the G4s were
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able to somewhat keep up with the other machines, making it possible to keep all
the machines busy nearly all the time. Another case where it is very desirable to
run a single instance of mem2D.c with multiple FFT threads is when running the
program semi-interactively in order to choose the best values for the parameters
MEM ADIM, MEM DDIM, MEM PDIM, and EPS0.

3.3

Local Wave-director Analysis

The goal of the three algorithms discussed below is to compute the wavedirector field of a locally-striped pattern. Ideally, all three techniques would give
the same result, but, as we will find below, some are better than others for certain
tasks. One method, known as the EMB algorithm [21, 22], uses a mathematical
trick involving high-order derivatives. Another method, known as the CMT algorithm, uses a Fourier filtering scheme. I also developed a third method (which I
later discovered is somewhat similar to the technique used in Ref. [30], but mine is
completely automated) which I call the localzero algorithm. It uses a root finding
and maximization scheme that essentially amounts to brute force.
There are various advantages to each of the algorithms. Although, the EMB
algorithm is the fastest of the three, it is not always the most accurate algorithm,
but it is the best in some cases as discussed below. The CMT algorithm provides
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the best representation of the θ component of the wave-director field, and also
provides a local pattern-amplitude field, which neither the EMB algorithm nor
the localzero algorithm (in its present form) can determine. However, the CMT
algorithm is not capable of providing the magnitude of the wave-director. Usually
it is applied in conjunction with the localzero algorithm to determine the wavedirector magnitude and direction, along with the pattern amplitude.
In addition to the computation of the local wave-director field there are a
handful of additional calculations that the software realspace.c performs. These
include computing correlation functions, computing probability distributions of
the wave number and orientation, computing the local amplitude and marking
amplitude defects, computing the curvature, and marking domain walls based on
the magnitude of the gradient of θ.
In the following sections, the inner workings of each algorithm are explained.
A comparison between the algorithms as well as explanations of auxiliary calculations are provided. Finally detailed instructions explaining how to use the
associated software are given.

3.3.1

Smoothing Filter for Experimental Images

Prior to passing shadowgraph images through the local wave-director analysis,
we performed a band-pass filter in order to clean up the roll structure. The exact

68

Chapter 3. Data Analysis Techniques
choice of filter did not have a huge impact on the images, but through trial and
error we found the following to work well. The equation for the filter is

F (k) =
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h

k
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2
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(3.3)

k > 1.5kmax

The parameter kmax is determined by finding the location of the highest peak in
Fourier space. Figure 3.2 shows the shape of this filter function.
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Figure 3.2: Filter given by Eq. 3.3 with kmax = 3.117

3.3.2

EMB Algorithm

The following three equations, which apply to a two dimensional image, are
the essence of the EMB algorithm [21, 22].
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|kx |2 = −

∂x2 u (x)
.
u (x)

(3.4)

|ky |2 = −

∂y2 u (x)
.
u (x)

(3.5)

ky = − |ky | sgn



∂xy u (x)
u (x)



.

(3.6)

These equations are valid if the pattern amplitude u (x) is composed of stripes
that are well behaved in the sense that ∂x2 u (x) ≃ −k 2 u (x). This condition is
exactly true for perfectly sinusoidal stripes. The computation of the wave-director
field amounts to taking derivatives at every point. In practice it is surprising
how well this actually works, even for images that seem to blatantly violate the
approximation.
Numerical derivatives are computed using the FT method as follows. The
relationship between a pattern image h (x, y) and its Fourier transform H (kx , ky )
is

h (x, y) =

1 XX
exp (−2πikx x/N) exp (−2πiky /N) H (kx , ky ) .
N2 x y

Taking n derivatives of Eq. 3.7 gives

70

(3.7)

Chapter 3. Data Analysis Techniques

∂xn h (x, y)

n

1 X X −2πikx
exp (−2πikx x/N) exp (−2πiky /N) H (kx , ky ) .
= 2
N x y
N
(3.8)

Thus the procedure for computing derivatives numerically is to first apply the FT
to the image to get H (kx , ky ). Then we multiply the transformed data by factors
n


−2πiky
−2πikx n
of
and
to get the nth derivative. Then we apply the IFT to
N
N

get ∂xn h (x, y).

There is one additional trick that we utilize when computing derivatives. Unless the pattern images were generated by a simulation with periodic boundary
conditions, they will not be periodic. This is a problem when using the FT since
it assumes the data is periodic. We overcome this by copying the image into a
larger image that contains the original pattern reflected about the horizontal and
vertical axes. In other words, we place reflected copies of the pattern in each
quadrant such that the new image is periodic. Then we apply Eq. 3.8 to the
over-sized image and extract a single quadrant to get the derivative of the original
image. By forcing the image to be periodic we avoid ringing that occurs in the
derivative when periodicity is assumed on a non-periodic image.
The resulting wave-director field is separated into polar coordinates so that it
is expressed as a magnitude k and an orientation θ, where 0 < θ < π because
θ is a director instead of a vector. Because the algorithm relies on a numerical
71

Chapter 3. Data Analysis Techniques
division in Eqs. 3.4-3.6, there are accidental divergences. These are replaced by
the average values from neighboring pixels. If a very smooth result is desired,
then a Gaussian blur is applied to the k field and exp (2iθ) field, filtering out any
structure that is smaller than the roll size. In the case of the EMB algorithm, we
always used the blurred result.
An improved version of the basic EMB algorithm described in Ref. [21], utilizing higher-order derivatives, is described in Ref. [22]. The improvement helps
avoid accidental divergences at some pixels by using 3rd order derivatives to deal
with pixels where u (x) is very small, avoiding problems during the division in
Eqs. 3.4-3.6. This amounts to checking the magnitude of u (x) at each pixel and,
based on how big it is, deciding to either use Eqs. 3.4-3.6 for that pixel or to use
a 3rd order formula. The details of this decision and the necessary additional
formulas are given below.
1. If |k| |u (x)| > max (|∂x u (x)| , |∂y u (x)|) and |∂x2 u (x)| > ∂y2 u (x) then

kx =

s

∂x2 u (x)
u (x)

(3.9)

∂xy u (x)
.
∂x2 u (x)

(3.10)

and

ky = kx

2. If |k| |u (x)| > max (|∂x u (x)| , |∂y u (x)|) and |∂x2 u (x)| ≤ ∂y2 u (x) then
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ky =

s

∂y2 u (x)
u (x)

(3.11)

∂xy u (x)
.
∂y2 u (x)

(3.12)

and

kx = ky

3. If |k| |u (x)| ≤ max (|∂x u (x)| , |∂y u (x)|) and |∂x u (x)| > |∂y u (x)| then

kx =

s

∂x3 u (x)
∂x u (x)

(3.13)

∂y u (x)
.
∂x u (x)

(3.14)

and

ky = kx

4. If |k| |u (x)| ≤ max (|∂x u (x)| , |∂y u (x)|) and |∂x u (x)| ≤ |∂y u (x)| then

ky =

s

∂y3 u (x)
∂y u (x)

(3.15)

∂x u (x)
.
∂y u (x)

(3.16)

and

kx = ky

The above equations are what realspace.c actually implements when it
applies the EMB algorithm. However, they differ slightly from those given in
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Ref. [22]. I added the factor |k| so that the units on both sides of the inequality
would match. The exact value of |k| does not matter too much since it does not go
directly into the calculation. Only the order of magnitude is necessary in order to
properly compare u (x) with ∂u (x). In realspace.c, the value of |k| is estimated
from the position of the strongest peak in the Fourier transform.

3.3.3

CMT Algorithm

Historically, the CMT algorithm was used to study striped patterns [15] before
the EMB algorithm [21] was brought to the field of pattern formation. At that
time, it was not as accurate as the EMB algorithm because of limited computing
resources. However, with modern processors and large amounts of memory it is
possible, with an acceptable drop in speed, to get better results with the CMT
algorithm than with the EMB algorithm.
The CMT algorithm accomplishes its magic by looking at the local contributions to the Fourier transform of the pattern. The image is locally demodulated
to determine the angle of the mode with the strongest contribution. This is done
as follows. The image is Fourier transformed, and applying a Gaussian filter along
the θ axis filters out all modes except for a specific angle θ0 . This step is repeated
many times for different values of θ0 . The result is a series of Fourier transforms,
representing demodulated straight rolls oriented at θ0 , that each possess half the
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total power of all the rolls in the pattern directed at the corresponding angle.
The filter in Eq. 3.17 automatically demodulates these rolls because it filters out
the complex conjugate to the peak, only keeping the signal between 0 < θ < π.
Applying an inverse FT results in a complex field. The real part is an image consisting of straight rolls, with an orientation of θ0 , in all regions where the original
pattern exhibited such rolls, and consisting of blurred out patches elsewhere. The
imaginary part looks similar, but is phase shifted by 90◦ so that the magnitude of
the complex field is an amplitude for the rolls to have the angle θ0 at that pixel.
These amplitude fields are held in memory so that the maximum amplitude as a
function of θ0 can be determined at every pixel. Interpolation is used to determine
θmax with good accuracy for a relatively small number of θ0 values.
The Gaussian filter used is



cos (θ − θ0 ) − 1
g (θ) = exp
2σg



.

(3.17)

A simple hand-waving argument justifies the choice of this filter function. We
want something that acts like a Gaussian but does not exhibit a discontinuity
due to the wave-director nature of θ. Experimentation with different values of σg
indicates that a width of σg = sin (π/32) gives good results.
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3.3.4

Localzero Algorithm

The localzero algorithm relies on brute force, measuring the horizontal and
vertical components of the wave director by directly counting the number of pixels in one wavelength of the pattern. For well behaved pixels this is as simple
as moving outward from the pixel of interest until the pattern waveform passes
through the value it started at, but this fails near minima and maxima. Instead,
we interpolate at quadratic order near such points. Pixels where the algorithm
fails to determine a reasonable wave number are assigned a wave number corresponding to the average of their neighbors. If a very smooth looking result is
desired then a Gaussian blur is applied which filters out any structure that is
smaller than the roll size.
The search for a repeated point in the waveform is carried out in one dimension,
even though we are working with two-dimensional images. In the case where the
localzero algorithm is used alone to determine the entire wave-director field, onedimensional cuts in various directions along the image are considered. The wave
number is determined in many different directions, and then the direction that
maximizes the wave number is chosen as the orientation of the field at that pixel.
Since this maximization must be carried out at each pixel, this is a slow process.
In practice, we do not use the localzero algorithm alone. Instead we use the CMT
algorithm to determine the orientation at each pixel, and then use the localzero
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algorithm to make just a single cut in the correct direction to determine the wave
number. In what follows below, I will explain the procedure for measuring the
wave number along a one-dimensional cut.
1.0

amplitude
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0.0
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–1.0
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0
pixels (relative to target pixel)

5

Figure 3.3: Example of measuring the wavelength using linear interpolation.
Open circles: Pixel intensity at each point. Solid circle: Target pixel. Solid
lines: Linear interpolation to find target pixel’s left and right neighbors. Crosses:
Locations of interpolated neighbors.

Figure 3.3 shows an example of an actual wavelength measurement made by
realspace.c at a pixel that is well behaved in the sense that that the waveform
crosses through the corresponding pixels one wavelength away from the target
pixel. In the figure, the target pixel is located at x = 0. The program searches
to the left and to the right of the target pixel until it finds a pixel above and
below the intensity of the target pixel. Assuming the waveform is periodic, these
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locations are then repeats of the pixel’s position in the waveform. The exact x
coordinates of the repeated pixel values are found using linear interpolation. In
the figure, the position that the software chose is marked with an ’x’. The distance
between the ’x’ on the left and the ’x’ on the right gives the wavelength. We use
the linear interpolation formula

x=

(y − y1 ) (x2 − x1 )
+ x1
y2 − y1

(3.18)

where the two known points on the waveform are (x1 , y1 ) and (x2 , y2), and somewhere between them the waveform has the value y at the point x.
If the target pixel is located near a local minima or maxima then searching
for the next repeat of that pixel value may not work. The pixels surrounding the
adjacent minima or maxima may not appear to pass through the pixel value that
the algorithm is searching for. The solution is to use quadratic interpolation near
the target pixel to find a fitting parabola. Then the program searches for nearby
extremum and fits parabolas to them as well. Finally the appropriate distance is
extrapolated by choosing appropriate points along the fit curves.
This process is probably easiest explained with an example. Figure 3.4 shows
a sample of an actual measurement made by the software. The program is measuring the wave number of the pixel located at x = 0 and y = 0.976639. First a
quadratic polynomial is fit to the three points surrounding the maximum. The
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Figure 3.4: Example of quadratic fitting to measure the period of a waveform.
Open circles: Pixel intensity at each point. Solid circle: Target pixel. Solid lines:
Quadratic interpolation to find target pixel’s left and right neighbors. Crosses:
Locations of interpolated neighbors.
solid line connecting the three points shows the fit. The maximum y value of
this fit function (the vertex) is also computed. In this case it was y0 = 1.00278.
Then the program searches for a nearby minimum on each side of the maximum.
A quadratic polynomial is also fit to each of these minima using two of the data
points and also requiring that the vertex be located at the negative value of the
vertex of the maximum. For example, on the left side of the maximum a fit is
performed using the point at x = −6 and the point at x = −4 and also forcing
the y value of the vertex to be at −1.00278. Next the equations of the two fitted
minima are solved to find where they pass through the negative y value of the
target pixel, in this case y = −0.976639. Of course this gives one solution on each
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side of the vertex. The solutions are chosen so that they are on the same side of
the vertex as the target pixel relative to its vertex. In this case, the target pixel is
on the left side of the vertex. So the left solution is chosen for each minima. The
chosen solutions are marked with an “x” on the fit curves. The distance between
these two points is one wavelength.
The fit of a quadratic equation to three points (x1 , y1 ), (x2 , y2 ), and (xp , yp ) is

a=

xp (y2 − y1 ) + x2 (y1 − yp ) + x1 (yp − y2 )
,
(x1 − x2 ) (x1 − xp ) (x2 − xp )

(3.19)

b=

x2p (y1 − y2 ) + x21 (y2 − yp ) + x22 (yp − y1 )
,
(x1 − x2 ) (x1 − xp ) (x2 − xp )

(3.20)

xp [x2 y1 (x2 − xp ) + x1 y2 (xp − x1 )] + x1 x2 yp (x1 − x2 )
(x1 − x2 ) (x1 − xp ) (x2 − xp )

(3.21)

and

c=

where the quadratic equation is

y = ax2 + bx + c .

(3.22)

It is also necessary to fit a quadratic equation to two points (x1 , y1 ) and (x2 , y2 )
and the value y0 of the vertex. The location of the vertex is

80

Chapter 3. Data Analysis Techniques

x=−

b
.
2a

(3.23)

There are two solutions to the fit. One of the solutions gives a parabola that
passes through the two points and has an extremum located somewhere between
them at y0 . This is what we want. The other solution also passes through both
points but the extremum is not located between the points. It is easy to compute
the location of the extremum from equation 3.23 and then make the proper choice
of solution based on the values of x1 , x2 , and the vertex location. The solutions
to the fit are

a=

b=

p
y1 + y2 − 2y0 ± 2 (y0 − y1 ) (y0 − y2 )
(x1 − x2 )2

,

(3.24)

i
h
p
2 x1 y0 + x2 y0 − x2 y1 − x1 y2 ∓ (x1 + x2 ) (y0 − y1 ) (y0 − y2 )
(x1 − x2 )2

,

(3.25)

and

c=

x22 y1 + x21 y2 ± 2x1 x2

hp

(y0 − y1 ) (y0 − y2 ) ∓ y0

(x1 − x2 )2
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Figure 3.5: Domain chaos with ε = 0.125, Ω = 16.25, and Γ = 61.5.

3.3.5

Examples of Wave-director Images for Domain Chaos

As an example of local wave-director analysis, we will consider the domainchaos pattern shown in Fig. 3.5. Applying the EMB and CMT algorithms to
determine the local θ field of the pattern yielded the images shown in Fig. 3.6. A
visual inspection shows that the CMT algorithm produces θ fields that are much
smoother than the EMB results. Further, the CMT result required no blurring to
yield that smooth result seen in the figure, while the EMB result required blurring
on the size of a wavelength. In fact, we never considered unblurred EMB results
because they are simply too full of speckly noise.
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Figure 3.6: Local θ field of the pattern shown in Fig. 3.5. Left: determined with
the CMT algorithm. Right: determined with the EMB algorithm and a Gaussian
blur. The color palette corresponds to Fig. 3.15.
Figure 3.7 shows the results for the k fields of the pattern in Fig. 3.5. A
discussion of the accuracy of the k-field calculation is found in Sect. 3.3.7.

3.3.6

Accuracy Tests for Concentric Rolls

In this and the following subsections, I will discuss various tests of the local
wave-director algorithms.. To begin with, we will examine a pattern of concentric
rolls with k = 3.117, as shown in Fig. 3.8. This pattern was generated using the
equation


 p
2
2
u (x, y) = cos k x + y
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k
2.5

4.5

Figure 3.7: Local k field of the pattern shown in Fig. 3.5. Left: determined
with the localzero algorithm using the CMT θ field. Right: determined with
the EMB algorithm and a Gaussian blur. The color palette ranges from blue to
red with blue corresponding to small k, red corresponding to large k, and green
corresponding to moderate k.
where x and y are the coordinates on the pattern, u is the amplitude, and k is
the desired wave number.
We applied the CMT and EMB algorithms to determine the θ field, and examined the distribution of θ values as a test of the accuracy of these algorithms.
For ideal concentric rolls all angles are equally represented, so we would expect
that the probability distribution of θ is P (θ) = 1/π. However, our test image is
not ideal because it is necessarily a finite image with limited statistics. So, we
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Figure 3.8: A computer-generated test pattern of concentric rolls with the pixel
spacing chosen such that k = 3.117.
also considered the true distribution of θ for the finite number of pixels in the test
image. Figure 3.9 shows P (θ) for both algorithms and also for the known values
generated in the test image. Both the CMT and the EMB algorithm did a decent
job of reproducing the true distribution. The CMT algorithm is very slightly more
accurate in the sense that the deviations from the true distribution are smaller.
This can be seen clearly by computing the standard deviation of P (θ) from the
true value.

std =

r

1 X
[Pt (θ) − P (θ)]2
Nθ
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Figure 3.9: Distribution of angles for the test pattern shown in Fig. 3.8. Red:
P (θ) determined by the EMB algorithm. Black: P (θ) determined by the CMT
algorithm with THETA POINTS=32. Green: P (θ) given by Eq. 3.27 for the actual
data points in the image. Blue: P (θ) = 1/π.
where Pt (θ) is the true distribution (the green curve in Fig. 3.9), Nθ is the number
of pixels included in the statistics, and P (θ) is the distribution for either the EMB
or CMT algorithm. For a perfectly accurate algorithm, the standard deviation
would approach zero.
Figure 3.10 shows the result of applying Eq. 3.28. This serves as both a test of
which algorithm is more accurate, and also as a test of how large the THETA POINTS
parameter needs to be for the CMT algorithm. Recall that the CMT algorithm
uses the method of demodulating the pattern for a series of different orientations
in order to determine the strength of each orientation in the image. The parameter
THETA POINTS controls how many orientations are used in the series. Note that we
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Figure 3.10: Standard deviation of angular distributions in Fig. 3.9 from the
true value, as given by Eq. 3.28. Circles: results from the CMT algorithm. Solid
line: result from the EMB algorithm.
achieved convergence after about 32 orientations were used, and that the standard
deviation was just slightly smaller for the CMT algorithm than for the EMB
algorithm. This indicates that for concentric rolls we should barely prefer the
CMT algorithm over the EMB algorithm.
We also tested the accuracy of the magnitude of the wave-director. In the case
of this test image, k was chosen to be k = 3.117, so we would expect the distribution of wave numbers, P (k), to contain a sharp peak at that value. Fig. 3.11
shows the wave number distribution. Recall that the CMT algorithm is not capable of determining the k field. Instead we used a hybrid algorithm where we
passed the θ field from the CMT algorithm into the localzero algorithm to get k.
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Figure 3.11: Distribution of k for the test pattern shown in Fig. 3.8. Squares:
result from the EMB algorithm. Circles: result from the localzero algorithm.
Dashed line: location of set value, k = 3.117.
Clearly this combination produced a vastly sharper peak than the EMB algorithm
did.

3.3.7

Accuracy Tests for Wave Number Determination

The k field is subject to some fluctuation because the limited number of samples, in a necessarily finite image, only provides a certain amount of information
over the size of a wavelength. More samples per wavelength would reduce the
error in the resulting k. We considered an image of straight rolls and an image of
concentric rings with a single known k, and for various sampling rates. In order to
compare the abilities of the EMB algorithm and the combined CMT and localzero
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algorithm, we computed the deviation from the known true value kt of the k field.
In the case of the straight-roll test-image, we examined k along a horizontal cut
so that

std =

r

1 X
[kt − k (x)]2 .
N

(3.29)

In the case of the concentric image, we examined the azimuthal average of k along
a radial cut so that

std =

r

2
1 X
kt − k (r) .
N

(3.30)

In both situations, N is the number of points along the cut, and kt is the known
value that was chosen for k when generating the test images.
Figure 3.12 shows the size of fluctuations for various conditions. We see that
the CMT algorithm combined with the localzero algorithm performed slightly
better than the EMB algorithm in the case of concentric rolls with small and
moderate sampling sizes. This is likely due to the fact that the underlying approximation in Eqs. 3.4-3.6 is best realized when there is little roll curvature.
The CMT algorithm is more immune to roll curvature and so when combined
with the localzero algorithm, it performed better here. It is not clear why the
EMB algorithm took the lead for very large sample sizes, but we note that the
difference between the algorithms is small. In contrast, for the case of straight
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Figure 3.12: Size of the fluctuations in k for computer-generated test patterns.
Squares: results from the EMB algorithm. Circles: results from the localzero algorithm combined with the CMT algorithm. Solid symbols: results from concentric
rolls. Open symbols: results from straight rolls.
rolls the EMB algorithm outperformed the localzero algorithm by a significant
margin at small sample sizes. This is because of the linear interpolation used by
the localzero algorithm. Since the EMB algorithm computes derivatives using the
Fourier transform, it is essentially using a high-order interpolation. In principle,
the localzero algorithm could be programmed with a higher-order interpolation,
but this has not been done. For very large sample sizes the localzero algorithm
did outperform the EMB algorithm, indicating that given enough data points it
is potentially a better choice.
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The choice of which algorithm to use to determine k is thus dependent on the
particular situation. For curved rolls at small and moderate pixel sampling, we
prefer the combined localzero and CMT algorithm. For mostly straight rolls we
prefer the EMB algorithm, except at very large pixel sampling. As a point of
reference, the typical pixel spacing for the Γ = 36 experimental sample was 10-13
pixels per wavelength, for the Γ = 61.5 sample it was 6-8 pixels per wavelength,
and for the Γ = 80 sample it was 4.5-6 pixels per wavelength.

3.3.8

Accuracy Test of Domain Orientation

Finally, we tested the local wave-director algorithms on domains of ideal
straight rolls. Figure 3.13 shows a synthetic image of nine domains of straight
rolls. Of course, this image does not closely resemble domain chaos, but it does
challenge the algorithms to determine the orientation of many differently oriented
roll patches.
Both the EMB and the CMT algorithms did an excellent job of determining the
orientations. Ideally we would find a P (θ) that contained nine sharp peaks, each
of probability 1/9 when P (θ) dθ was integrated over the size of one bin. Figure
3.14 shows that the CMT algorithm came closer to reaching this idealization.
The green line in the figure is the height that the peaks would reach if all the
probability was deposited in the correct bin and no mistakes were made. The
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Figure 3.13: Test image of nine patches of straight rolls.
peaks from the EMB algorithm are slightly wider than the results from the CMT
algorithm, further convincing us that for the purpose of computing the θ field,
we generally prefer the CMT algorithm. This also helps clear up a question of
whether it was the CMT algorithm or the localzero algorithm responsible for the
poor performance in determining k when there are few pixels per wavelength, as
discussed in the previous section. This nine domain image in Fig. 3.13 corresponds
to the 6.42 pixels per wavelength data point in Fig. 3.12. This is a regime where
the EMB algorithm clearly did a better job than the localzero algorithm in that
case, but the CMT algorithm portion was not the problem. It is only the localzero
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Figure 3.14: P (θ) determined from the image in Fig. 3.13. Black: result from
the CMT algorithm. Red: result from the EMB algorithm. Green: Height that
the peaks would reach in the ideal case.
portion of the algorithm that can be beaten by the EMB algorithm due to few
pixels per wavelength.

3.4

Post-processing of Local Wave-director Field

There is a huge variety of information that may be extracted from the pattern
using the local wave-director field. The choice of what sort of post-processing to
apply depends on the exact situation. In the section to follow, I will explain many
possible applications.
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3.4.1

Auto-correlation of θ Field

In order for auto-correlation functions of θ to make sense, every angular orientation must be associated with a unique value of some test function, and also
neighboring orientations must be represented by neighboring values. The θ component of the local wave-director field is a bit tricky to deal with because, if it is
treated simply as an angle, it does not automatically have these properties. Since
θ ranges from 0 to π, θ = 0 and θ = π correspond to the same wave-director
orientation. From the point of view of a simple correlation, where we might just
multiply the values of two angles, there is an artificial discontinuity when θ wraps
around. Instead we must look at the difference between neighboring angles when
calculating the correlation function. Normally, we would look at a field and also
the same field shifted by an offset. For example,

C (δx) =

Z

f (x) f (x + δx) dx

(3.31)

where f (x) is the field. In the case of θ correlations, we want to look at the
difference between two angles, so the field that we want is cos 2∆θ, thus the
integral is

C (δx) =

Z

cos {2 [θ (x) − θ (x + δx)]} dx .
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The factor of 2 is necessary so that, while each angular difference between 0 and π
represents a unique value of the cosine function, one entire period of the function
is used.
This integral is a bit of a nuisance because the integrand cannot be separated
into the product of two functions as in equation 3.31. This is inconvenient because
fast numerical techniques relying on the FFT require such separation [53]. The
solution is the rewrite the integral in complex notation so that the auto-correlation
is

C (δx) = Re

Z

2iθ(x) −2iθ(x+δx)

e

e


dx .

(3.33)

In this form, the integrand is the product of a function and its complex conjugate
allowing the use of an FFT method for computing the auto-correlation.
Writing the θ field in complex form also provides a convenient way to visualize
the orientation using a color palette that uniquely denotes different orientations
and smoothly transitions across the artificial discontinuity at θ = π. To derive
the color palette, we write the field in three independent components to give

e2iθ = (cos θ + i sin θ)2 = cos2 θ − sin2 θ + 2i sin θ cos θ .

(3.34)

Now we associate each term in equation 3.34 with a different color channel.
The convention I have chosen is to let red vary with cos2 θ, green vary with
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π/2

π

0

π/2
Figure 3.15: The color palette for representing the orientation of the wavedirector field.
(2 sin θ cos θ + 1) /2 and blue vary with sin2 θ. Green is shifted by an offset relative to the term in Eq. 3.34 so that all three color channels vary from 0 to 1.
This color palette is shown in Fig. 3.15. Every angle from 0 to π corresponds to
a clearly distinct color and 0 and π meet at the same color.
We considered two normalizations of Eq. 3.32. Both are normalized by a
constant chosen such that C (0, 0) = 1. However, at increasing δx, the biased
correlation function is normalized by the same constant factor, while the normalization constant for the unbiased correlation function contains a factor M (δx),
the number of data points integrated over to find the correlation at the coordinate
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δx, which corrects for the diminished quantity of data available at increasingly
separated correlations. Both approaches have merits, in particular the biased form
must be used for computing power spectra [67]. As discussed in Sect. 5.4, we found
that the biased normalization yielded more consistent ε dependence of the correlation length ξθ extracted from C (δr), the azimuthal average of C (δx). However,
the unbiased normalization yielded more consistent values of ξθ at moderate to
large ε. Thus we prefer the biased normalization for extracting ε dependence, but
sometimes prefer the unbiased normalization for moderate ε.

3.4.2

Gaussian Blur

The Gaussian blur is a low-pass filter that eliminates speckled noise in the
image. A simple blur can be applied to the magnitude of the wave-director field.
To accomplish this, the k field is Fourier transformed. Both the real and imaginary
components of the FT are multiplied by the scale factor

G=






 exp − r22 ln 2
R




0

The factor ln 2 is chosen so that G =

1
2

r < 2R

(3.35)

otherwise

at r = R and G = 1 at r = 0. The

coordinate r represents the radial polar coordinate in the FT data. The constant
R is specified by the average wavelength of the pattern, usually with the condition
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R = 2λpixel .

(3.36)

This effectively removes any structure that has a smaller scale than the pattern
wavelength.
Blurring the angular component of the wave-director field is more complicated.
This is because blurring across the discontinuities in θ gives incorrect results.
Instead the Gaussian blur is applied to the field e2iθ . Equation 3.35 is still used
for the blur. However a mathematical trick to avoid rounding error is employed.
An FFT of e2iθ gives rounding errors when either sin 2θ or cos 2θ are very small.
To avoid this problem the FFT is computed on e2iθ and also on e2i(θ+ 4 ) . This
π

brings values of sin 2θ and cos 2θ that are near zero to values of order 1. Of course
the blurred version of e2i(θ+ 4 ) exhibits non-uniformity along the diagonals due
π

to the same rounding problem. Pieces from both the blur of e2iθ and the blur of
e2i(θ+ 4 ) are used to reconstruct a more uniform blurred θ field.
π

3.4.3

Curvature and θ Edge Detection

A quantity that has been studied previously in striped patterns [50] is the
curvature κθ = ∇· k̂, where k̂ = k/ |k|. The curvature is useful for locating domain
walls because it identifies regions of the θ field that have large spatial variation.
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Figure 3.16a shows the curvature field determined from the CMT results for the
θ field of the pattern in Fig. 3.5.

Figure 3.16: Curvature and magnitude of the gradient of θ field of the pattern
shown in Fig. 3.5. Left: curvature. Right: magnitude of the gradient. Black
corresponds to larger values.

We found that the magnitude of the gradient, |∇ exp (2iθ)|, was more effective
in determining sharp lines along domain-wall boundaries. This quantity is shown
in Fig. 3.16b. It shows lines that are similar to κθ in Fig. 3.16a, but the lines are
heavier, more clearly outline the domain structure.
In order to determine well-defined edge boundaries on the θ field, we applied a
threshold to the gradient magnitude in Fig. 3.16b so that we only kept lines that
were darker than two standard deviations above the mean value of the gradient
magnitude. This resulted in removing many of the softer lines that did not corre99
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Figure 3.17: Left: Edge detection on θ field of the pattern shown in Fig. 3.5.
Right: Overlay of θ field and edge detection.
spond to true domain walls. A speckle of pixels remained which was removed by
deleting any pixels that had all white neighbors. The result was an edge detection
of the domain walls as shown in Fig. 3.17. We utilized the domain wall edges in
order to build a database of domains as discussed in detail in Sect. 3.6.2.

3.4.4

Mean, Variance, and Dot-product Like Quantity of
the θ Field

For studying the hybrid state as discussed in Sect. 8.2, we used the variance
field of θ (x), from a time series of consecutive images, to address the issue of
which region of the pattern exhibits chaotic dynamics and which region is mostly
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dominated by near-stationary radial rolls. Chaotic patterns exhibit a large variance because the roll orientation fluctuates constantly, but stationary rolls yield
a small variance.
The mean angular sum field is

S (x) =

N
X

e2iθn (x)

(3.37)

n

where n is the image index and N is the number of images. The complex exponential introduces the necessary periodicity for summing angles and the factor of
2 treats the field as a director field instead of as a vector field. The mean angular
field is

1
θ (x) = arctan
2



ImS
ReS



.

(3.38)

The angular variance field is

θ

2

N
1 X 2iθn (x)
(x) =
e
− e2iθ(x) .
N n

(3.39)

Simple algebra shows that 0 ≤ hθ2 i (x) ≤ 2 where a value of 0 indicates that the
domain orientation is stationary while a value of 2 indicates that it is maximally
fluctuating.
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In addition to looking at the fluctuations in the wave-director angle, we also
measured the angle of the wave director relative to the angle θr̂ of the side-wall
normal by computing a time-averaged dot-product-like quantity

N
1 X
D (x) =
cos 2 [θr̂ − θ (x)] .
N n

(3.40)

Here we are using θr̂ as a reference for the orientation of the centrifugal force. The
quantity D (x) is 1 when the wave director is parallel to the sidewall normal and
-1 when it is perpendicular.
We also considered a similar dot-product like quantity for studying the relationship between the major axis of a domain and the wave-director orientation
of that domain. In that case, we determined the major axis direction using the
method described in Sect. 3.6.2. We then computed



D = cos 2 θM − θd

(3.41)

where θM is the angle of the major axis of the domain, θd is the average wavedirector orientation of the pixels in the domain, and the brackets indicate an
ensemble average over all domains in a particular ε step.
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3.5

Instructions for the Local Wave-director Software

The local wave-director analysis software is divided up into a handful of C
source files that all compile together into the realspace program. Since realspace
is capable of running several different algorithms for wave-director determination
as well as many postprocessing analyses, this is a convenient way of keeping things
organized. A list of the source files is as follows.
realspace.c This is the main program. It has all the code to call all wavedirector algorithms and postprocessing jobs.
realspace.h This contains all the function declarations for all the code in all
the source files. Look in this file to figure out where functions are located in the
source tree and how to call them.
realspace config.h The parameters for running realspace are contained in
the #define statements in this file. This is the only file that a casual user should
ever need to modify.
realspace io.c This is where the input/output routines such as reading and
writing TIFF images and printing histograms and data lists are located.
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realspace math.c The various equations and general use routines such as
the quadratic interpolation, histogram computation, integration, and an interface
with the FFT library are contained here.
image manipulation.c Contains code for general image processing such as
blurring, filtering, rotating, and distortion removal.
palette.c The color palettes, such as the one shown in Fig. 3.15, are contained
here.
localzero.c, emb.c, and cmt.c These contain the code for their respective
algorithms.
defects.c This contains functions for the processing of defects such as edge
detection on the θ field and calculation of the curvature.
In order to analyze a data set, first setup the configurable parameters by
modifying realspace config.h. In order to make it easier for the neophyte to
find the needed parameters, they are listed in this file in order from most likely to
least likely needing modification for a particular data set. Compile the program
using the makerealspace script. In order to utilize the speed of multiple CPUs or
machines, it is usually desirable to run multiple copies of the realspace program
giving each job a different set of temperature steps to process.
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3.5.1

Detailed Explanation of Main Parameters

The parameters of the experiment are at the top of realspace config.h. Set
the cell thickness D to the correct value. In addition set the pixel size DX. This is
the spacing between the pixels on the raw experimental image. Set DIM to the size
of the image in pixels. Finally set NUMBER OF IMAGES to the number of images per
temperature step.
The naming of the directory structure is set with BASENAME, BASEINPUTNAME,
and BASEOUTPUTDIR. BASENAME is the name in front of each image. For example if
the image names look like 08 06a 1350.0.tiff then BASENAME is “08 06a”. The
program expects the temperature step to follow BASENAME after an underscore. In
this case ∆T is 1350 mK. BASEINPUTNAME defines the directory structure. It must
contain a %d and a %s and another %d in that order. The temperature step is
substituted into the %d and BASENAME is substituted into the %s. If the images are
located in a directory structure like 1350/images/08 06a 1350f 2.0.tiff then
set BASENAME to “08 06a” and BASEINPUTNAME to “%d/images/%s %df 2”.
The software puts all of its output data into the same directory as the source
images. If instead you want the program to organize the output into a tree of directories then set MULTIPLE DIRECTORIES to 1. You also need to set BASEOUTPUTDIR
so that the program knows where to build the output directory tree. If you want
this to be at the same level as your images then set BASEOUTPUTDIR to “%d/”. The
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%d refers to the temperature step. For instance, in the above example this would
make a directory 1350/thetaemb that contains all the θ director-field images.
You must give the software a list of temperature steps in a text file. For
example:
1350
1340
1330
done
You can set the filename of the temperature step file with TEMPS FILENAME.
There are many algorithm combinations for computing the wave-director field.
You can turn on the CMT algorithm by setting CMT to 1. In order to use the
localzero algorithm on the resulting θ field from the CMT algorithm, as recommended, set CMTFASTLOCALZERO to 1 as well. The EMB algorithm runs automatically unless it is turned off by setting SKIP EMB to 1. Also, the program will not
print EMB images, but will only print histograms and moments, unless PRINT EMB
is set to 1.
The image type must be specified with the READ FROM TYPE option. The program can accept input from TIFF files, BNR files, and gzipped ASCII files. In the
case of experimental images, it is best to provide realspace with the raw images
and allow it to divide by the background image and apply the filter in Eq. 3.3.
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For this case set READ FROM TYPE to 1. Also set IMAGE TYPE to 0 for TIFF or 1
for BNR. Set BACK IMAGE FILENAME to the filename of the background image.
Since the Gaussian blur improves the accuracy of the results, it is not necessarily desirable to waste disk space with the un-blurred local wave-director images.
Set PRINT UNBLURRED to 0 to suppress the output of the un-blurred TIFF files.
The numerical data such as P (k) and P (θ) is still generated; only the image files
are not saved.
It is possible to resume a calculation if the computer crashes or the program
is stopped by the user. You must set the program to save intermediate resume
data in order for this to work. Set RESUME WRITE FREQ to the number of images
to analyze between each write of the resume data to the disk. If it is set to zero
then this disables the resume feature. The resume data is stored in two files whose
names are set by RESUME BASE FILENAME. To resume, just rerun realspace. It will
automatically resume at the correct point in the analysis. If you want to force the
program to restart instead of resuming then delete the resume files. There are two
files, each with a name beginning with the string set by the RESUME BASE FILENAME
parameter.
The distortion correction described in Sect. 2.3 requires the configuration of
some parameters. First set REMOVE DISTORTION to 1 to turn the correction on.
Then set RAWDIM, RAWICENT, RAWJCENT, and RAWRADIUS, which are the dimension,
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coordinates of the center, and radius of the raw image. The coefficients of Eq. 2.13
must also be put into the UNDA, UNDB, UNDC, UNDD parameters. In addition, the
value of DIM must be set to the size of the corrected image, and ICENT and JCENT
are the location of the center in the corrected frame.
If you intend to run the program in the background then set PRINT STATUS
to 0 so that there won’t be any resources wasted on outputting status information and measuring the computation times for the various algorithms. The
program outputs a small status file so that if it is running with PRINT STATUS
set to 0 it is still possible to see how far along it is. The status file is put
in the same directory as the running program. The name of the status file is
status COMPUTER NAME BASENAME.
If you want to run the program across multiple computers or processors then
set COMPUTER NAME to a unique name for each instance of the program. This
will prevent a confict between the names of the status and resume files from each
instance. Compile multiple copies of the program and run them all simultaneously
at different temperature steps.

3.5.2

Additional Options

There are many extra parameters that may be useful for particular data analysis tasks. The most useful ones are described here.
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It is possible to process patterns with circular boundaries like the pattern in
Fig. 3.8. First set the CUT OUT CIRCLE parameter to 1. Then put the coordinates of
the center of the circle and the radius in CIRCLE CENTER ROW, CIRCLE CENTER COL,
and CIRCLERADIUS. If the distortion removal is turned on then these values correspond to the corrected images.
MIN NONANOMALOUS k and MAX NONANOMALOUS k set the range of acceptable values for the magnitude of k. If one of the algorithms finds a pixel with k outside
of this range then the pixel is marked as NAN and the neighboring pixels are averaged to determine a replacement value. It is possible to sharpen the peak in P (k)
by tightening this range but be careful not to throw away values of k that may
actually be correct. The default range of 0 < k < 6 seems to work well for most
RBC patterns.
THETA POINTS is the number of different values of θ0 to use in the CMT algorithm. Increasing this number improves the θ resolution at the expense of loss in
speed. However, since quadratic interpolation is used to fill in the missing pieces,
it is not necessary to set this number extremely high. A reasonable value seems to
be between 32 and 64 as indicated by Fig. 3.10. Note that each θ0 value requires
RAM to store the result of the filter in addition to the CPU time to compute the
filter. If you set THETA POINTS too high you may notice an extreme drop in speed
due to disk swapping on machines that do not have enough memory.
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THETA FILTER WIDTH is the value of σg in equation 3.17. The default value is
sin (π/32) which seems to work well.
DEFECT AMPLITUDE THRESHOLD sets how weak the amplitude at a pixel should
be for it to be marked as a defect pixel in the defect image. The default threshold
is 0.75 which means that all pixels that have an amplitude smaller than 75% of
the mean amplitude of the pattern are marked as defects.
EDGE THRESH sets the threshold for the edge detection on the θ field. It is
the number of standard deviations above the mean value of |∇ exp (2iθ)| that a
pixel must be in order to be marked as belonging to an edge. We used a value of
EDGE THRESH=2 for the present work.

3.5.3

The Output

The program outputs quite a few files for each source image. As an example,
we will consider a source image named test 0.0.tiff. The following lists give a
brief summary of what each output file contains.

EMB Results
test 0.0 kemb.tiff The k component of the wave-director field computed
with the EMB algorithm.
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test 0.0 kembblur.tiff The Gaussian blurred k component of the wavedirector field computed with the EMB algorithm.
test 0.0 thetaemb.tiff The θ component of the wave-director field computed with the EMB algorithm.
test 0.0 thetaembblur.tiff The Gaussian blurred θ component of the wavedirector field computed with the EMB algorithm.
test 0.0 thetaembcorr.tiff The 2D auto-correlation function computed
from the data shown in test 0.0 thetaembblur.tiff.
test 0.0 thetaembradcorr The azimuthal average of the data shown in
test 0.0 thetaembcorr.tiff.
test 0.0 kembPk The probability distribution P (k) from the data shown in
test 0.0 kemb.tiff.
test 0.0 kembblurPk The probability distribution P (k) from the data shown
in test 0.0 kembblur.tiff.
test 0.0 thetaembPq The probability distribution P (θ) from the data shown
in test 0.0 thetaemb.tiff.
test 0.0 thetaembblurPq The probability distribution P (θ) from the data
shown in test 0.0 thetaembblur.tiff.

111

Chapter 3. Data Analysis Techniques
CMT Results
These files are output if CMT is set to 1. Note that the CMT algorithm only
produces the θ component of the wave-director field and the amplitude but not the
wave number. In order to compute the wave number, also set CMTFASTLOCALZERO
to 1.
test 0.0 amplitudecmt.tiff The amplitude of the wave-director field computed with the CMT algorithm.
test 0.0 amplitudecmtP The probability distribution of amplitude values.
test 0.0 defectcmt.tiff The amplitude defect field. Black pixels are placed
where the amplitude drops below 75% of the mean.
test 0.0 thetacmt.tiff The θ component of the wave-director field computed with the CMT algorithm.
test 0.0 thetacmtcorr.tiff The 2D auto-correlation function computed
from the data shown in test 0.0 thetacmt.tiff.
test 0.0 thetacmtradcorr The azimuthal average of the data shown in
test 0.0 thetacmt.tiff.
test 0.0 thetacmtPq The probability distribution P (θ) from the data shown
in test 0.0 thetacmt.tiff.
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To compute the wave number, the θ field generated by the CMT algorithm
is passed through the localzero algorithm. If this option is turned on then the
following additional files are output.
test 0.0 kcmt.tiff The k component of the wave-director field computed
with the localzero algorithm.
test 0.0 kcmtPk The probability distribution P (k) from the data shown in
test 0.0 kcmt.tiff.
test 0.0 kcmtrad k (r), the azimuthal average value of the wave number field.
test 0.0 kcmthoriz k (x), the value of the wave number field along a horizontal cut through the center of the image.
test 0.0 thetacmtPq The probability distribution P (θ) from the data shown
in test 0.0 thetacmt.tiff.

Additional Output
A handful of additional output files will appear depending on the parameters. The following list indicates the necessary parameter followed by the output
filename and a description.
COMPUTE AMPLITUDE CORR, test 0.0 amplitudecmtcorr.tiff Auto-correlation
function of the amplitude from CMT.
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KRAD, test 0.0 kXXX rad Azimuthal average of the wave number where XXX =cmt
or emb.
KHORIZ, test 0.0 kXXX horiz Value of wave number along horizontal cut
through the center of the image, where XXX =cmt or emb.
EMBCURVATURE, test 0.0 curvatureemb.tiff The curvature computed from
the EMB result.
CMTCURVATURE, test 0.0 curvaturecmt.tiff The curvature computed from
the CMT result.
EMBEDGES, test 0.0 edgesemb.tiff The edge detection of the θ field computed from the EMB result.
CMTEDGES, test 0.0 edgescmt.tiff The edge detection of the θ field computed from the CMT result.
PRINT TEST PALETTE, kpalette.tiff, thetapalette.tiff The color scheme
used for representing the wave-director field.
The program generates a probability distribution of the wave number magnitude P (k) and orientation P (θ). Since the edges of the image are not necessarily very reliable, P (k) and P (θ) are based on the center section of the image.
The program ignores boxsize/2 pixels on each edge of the image. The value of
boxsize is based on the mean wavelength of the rolls, and is generally set to 3λ.
The P (k) and P (θ) distributions are integral normalized. This means that
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In addition to the files listed above that are output for every image, the program also outputs a handful of average quantities at each temperature step.
test 0 avg kembPk The probability distribution P (k) averaged over all ...kemb.tiff
images at this temperature step.
test 0 avg kembblurPk The probability distribution P (k) averaged over all
...kembblur.tiff images at this temperature step.
test 0 avg thetaembPq The probability distribution P (θ) averaged over all
...thetaemb.tiff images at this temperature step.
test 0 avg thetaembblurPq The probability distribution P (θ) averaged over
all ...thetaembblur.tiff images at this temperature step.
test 0 avg thetaembcorr.tiff The 2D auto-correlation function averaged
over all ...thetaembcorr.tiff images at this temperature step.
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test 0 avg thetaembradcorr The average over all images of the azimuthally
averaged correlation function for the EMB algorithm.
test 0 kembmoments The ith line of this file contains the 0th through nth
moment of P (k) of the ith image from the EMB algorithm.
test 0 kembblurmoments The ith line of this file contains the 0th through nth
moment of P (k) of the ith image from the EMB algorithm with blur.
test 0 thetaembmoments The ith line of this file contains the 0th through nth
moment of P (θ) of the ith image from the EMB algorithm.
test 0 thetaembblurmoments The ith line of this file contains the 0th through
nth moment of P (θ) of the ith image from the EMB algorithm with blur.

3.6

Defects

Defects are of great interest in the field of pattern formation because they
are often indicative of interesting non-linear phenomena [14]. The local wavedirector analysis is uniquely capable of identifying defects in the pattern. By postprocessing the output from realspace.c we are able to extract a huge amount
of information about the defects. We can use the local amplitude in order to
locate areas of the pattern where the roll structure is weak. These regions are
generally constituted by defects. In principle we could then compute the twist and
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circulation around these defects in order to further quantify our study of them. In
practice, I found that accomplishing such classification of defects was extremely
difficult in the case of domain chaos because of the huge number of amplitude
defects in the pattern. Instead I will just focus on the amplitude defects directly,
although I admit that quite a bit of the machinery necessary for studying defects
in considerably more detail is present in the software.
First I will give a brief overview of defects. Then I will discuss the details of
the algorithms actually used in the present work. Finally I will explain how to
use the software.

3.6.1

A Snippet of Theory About Defects

For striped patterns, the wave-vector can be written in the form

k = ∇Φ

(3.45)

so that it is the gradient of a phase. There are many types of defects [46]. I will
discuss a couple quantities that characterize them.
To begin we will consider the twist, also known as the winding number [46,68].
The twist is a count of the number of rotations that a test wave-vector undergoes
when it is followed along a closed loop around the defect. Usually the twist is
measured in units of π radians so that a twist of 1, for example, corresponds to a
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vector that is anti-parallel to its original orientation when it returns to its starting
location. This quantity is important because it reveals whether or not the field
must be characterized as a wave-director or a wave-vector. If a test wave-vector
points in the same direction that it started at after a closed loop around the
pattern (the twist is even), then the wave-director representation is not needed
and a wave-vector field may be specified. It is then possible to specify a selfconsistent direction for k at every point. Note that there need not be a unique
solution, only a self-consistent one. For example, straight rolls have a twist of
0, so a wave-director representation is not necessary even though there are two
possible directions for k to point. Just pick a direction and be consistent along
the entire field. The same is true for concentric rolls where the twist is 2.
If the twist is even, so that k may be consistently represented by a vector, then
another quantity may be defined called the circulation, also known as topological
charge. The circulation is

K=

I

k · dl ,

(3.46)

which is only defined for wave-vector fields because the dot product in the integrand would not be well defined if k was a director. Substituting Eq. 3.45 into
Eq. 3.46 gives
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K=

I

∇Φ · dl ,

(3.47)

which is somewhat alarming at first. This integral seems to be identically zero
because any gradient field is conservative.
In fact, the circulation is zero everywhere except where the integral is computed around a delta function source. To see this, we carry out the standard
calculation done in electrostatics around a charged point source [69]. Applying
Stoke’s theorem to equation 3.47 gives

I

∇Φ · dl =

Z

A

(∇ × ∇Φ) · dA .

(3.48)

Now we choose Φ such that the phase is undefined at the origin. One example of
such a case in cylindrical coordinates is

Φ (r, θ, z) = θ ,

(3.49)

so that

∇Φ =
Evaluating the l.h.s. of Eq. 3.48 gives
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Z

2π
0


θ̂ 
· Rdθθ̂ = 2π
R

(3.51)

where r is evaluated at any radius R from the defect. In order to make the r.h.s.
of Eq. 3.48 match the l.h.s. of Eq. 3.48, we define the source of topological charge
such that

∇ × ∇Φ = 2πδ (r) ẑ .

(3.52)

As a further example, we will compute the circulation of a simple dislocation
described by the phase

Φ = kx + θ = kr cos θ + θ .

Figure 3.18: A dislocation pattern given by u = cos (kr cos θ + θ).
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The corresponding pattern is shown in Fig. 3.18. The wave-vector field of this
pattern is




1
k = ∇Φ = k cos θr̂ +
− k sin θ θ̂ .
r

(3.54)

The twist is even because the wave-vector field is defined consistently everywhere
except at the point r = 0. Thus, the circulation is well defined and we can
compute it around a circular loop at r = R,

K=

Z

0

2π



  
 Z 2π
1
k cos θr̂ +
− k sin θ θ̂ · Rdθθ̂ =
(1 − kR sin θ) dθ = 2π
R
0


(3.55)

yielding 2π as expected.

3.6.2

Algorithms for Identifying Defects and Domains

In our study of defects, we focused on detecting patches of diminished amplitude. This was explored previously in simulations of the SH model of domain
chaos [15]. We used a thresholding criteria similar to Ref. [15] to label sections
of the amplitude as either consisting of defects or not. We went further than in
Ref. [15] by also locating domain walls along strong amplitude regions based on
the magnitude of the gradient of the orientation field, |∇ exp (2iθ)|. Combining
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the amplitude information, the gradient information, and the known domain orientation we also detected patches of independent domains. From our database
of defects and domains we determined quantities such as the defect and domain
density, the number of defects and domains, the sizes, and in the case of domains
we also found the alignment of the wave-director with the long axis of the domain.
Most importantly, we were able to separate the domain and defect length scales
in order to determine their relative contribution to the dynamics.
As an example of the processing involved in studying amplitude defects, we
will consider the domain-chaos pattern shown in Fig. 3.5. Applying the CMT
algorithm to determine the local amplitude of the pattern yielded the image shown
in Fig. 3.19. We applied a threshold to the amplitude field such that all pixels
below 75% of the average amplitude were marked as being amplitude defects
[15, 16]. The resulting map of defects is shown in Fig. 3.20.
The simplest quantity we can determine from Fig. 3.20 is the defect density
ρ̃d . This is just the fraction of pixels that are black in the figure. (In practice
we actually used a slightly more advanced definition of the defect density ρd , that
is discussed below). To go further, we make the approximation that each blob
in Fig. 3.20 corresponds to a single defect. This is not necessarily true in the
sense that many amplitude distortions often clump together so there is not a clear
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Figure 3.19: Local amplitude of the pattern shown in Fig. 3.5. White corresponds to large amplitude and black corresponds to small amplitude.
definition of where one defect ends and another begins. We simply treat each
connected blob as a single defect.
The algorithm for creating a database of blob locations uses an iterative approach. First we consecutively assign a number to each black pixel starting with 1.
All white pixels are assigned zero. Then we scan through the image and renumber
any nonzero pixel to the lowest value held by all of its nonzero neighbors. After
a few iterations, all connected pixels have been renumbered to the same value,
and since we started with each pixel having a unique number, each blob now has
a unique number. At this point we must keep track of each blob and the list of
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Figure 3.20: Amplitude defects present in the pattern shown in Fig. 3.5. Black
corresponds to defects and white corresponds to non-defects.
pixels that belong to it. We also determine the center coordinates of the blob by
averaging the coordinates of all the pixels in the blob.
There is a great deal of information we can extract from this blob database.
We can count the number of blobs in order to determine how many defects are
present in the pattern. We can determine the area of the blobs by counting the
number of pixels in each blob. We can outline the perimeter of a blob by making
a list of all the pixels in the blob that touch a white pixel. From this perimeter
list we can determine the length of the major axis by finding the largest distance
between any two pixels along the perimeter.
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We applied a similar blob-database technique to identify unique domains in
the pattern, but with the added complication of not only taking into account the
connectedness of white pixels in Fig. 3.20, but also utilizing the local θ information
in Fig. 3.6 and the θ edge-detection in Fig. 3.17a. We overlayed the edge data on
top of the defect data from Fig. 3.20, so that differently oriented domains would
be separated by black pixels in our defect map even if the domain walls consisted
of large amplitude regions. From this combined map, the pixel numbering and
iterative scheme was used to locate the domains. Additionally, we kept track of
the mean θ value of the pixels in each domain. As pixels were reassigned to new
blobs in the database, pixels that were added to a given domain were required to
not only neighbor the domain, but also yield a value less than 0.3 for the dotproduct like quantity 1 − cos 2θd cos 2θp − sin 2θd sin 2θp , where θd is the mean θ
of the domain and θp is the angle of the target pixel, indicating that the new
pixel represented roughly the same direction as that of the entire domain. Figure
3.21a shows an overlay of the edges and domains with the pattern and θ field as
a reference for where the domains are. Figure 3.21b shows the processed domain
database, where each domain is now colored corresponding to its average θ value,
and the perimeters of the domains are highlighted in black.
In computing the defect density ρd , we sought to avoid incorrectly tabulating
defects or domains that were cutoff at the edge of the image due to their unlucky
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Figure 3.21: Left: Overlay of the pattern, the θ field, the amplitude defects,
and the θ edge detection. Right: The detected domains, where solid lines denote
domain boundaries, white regions denote defects, the domains are colored to represent their mean orientation θd , and a single white pixel in the center of each
domain denotes the center pixel of that domain.
location. We determined the defect density by summing over all blobs except
those that neighbored the edge of the image, since these were likely to be larger
than we could see. Thus,

ρd =

Nd ad
Nd ad + ND aD

(3.56)

where ad is the ensemble-averaged area occupied by defects that do not neighbor
the image boundary, aD is the ensemble-averaged area occupied domains that do
not neighbor the image boundary, Nd is the total number of these defects in a
given ∆T step, and ND is the total number of these domains in a given ∆T step.
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By ensemble average, we mean that we expected some blobs to be cutoff at the
edge of the image, so we averaged over all images in the ∆T step so that all blob
configurations would have an opportunity to appear in the center of the image
where we could fully measure them. We also considered a similar quantity for the
domain density

ρD =

ND aD
.
Nd ad + ND aD

(3.57)

From the blob databases for defect and domains, we also determined the positions and lengths of the major and minor axes of the blobs. For this task, we
made the assumption that a blob is roughly elliptical in shape. In reality, this is
not necessarily the case, although it is a reasonable starting point in an attempt
to characterize the shape of the blob. A similar approach was followed in Ref. [56].
(xp,yp)
(x2,y2)

(x0,y0)
(x1,y1)

Figure 3.22: Schematic of the detection of the major and minor axes of the blobs
for an idealized elliptical blob.
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To determine the major axis of the blob, we located the two points along the
perimeter that were the furthest distance from each other. This is illustrated in
Fig. 3.22 as the points (x1 , y1 ) and (x2 , y2 ). Locating the minor axis was much
trickier. Since the slope of the major axis is

m=

y2 − y1
,
x2 − x1

(3.58)

and the minor axis is perpendicular to the major axis due to our assumption that
the blob is elliptical, we assumed the slope of the minor axis to be −1/m. The
equation of the line passing through the center of the blob and parallel to the
minor axis is

y − y0 = (−1/m) (x − x0 ) .

(3.59)

We assumed Eq. 3.59 represented the minor axis, however, we still had to determine where this line intersected with the perimeter of the blob in order to find
the line segment of Eq. 3.59 corresponding to the length of the minor axis.
Since the blob database only contains a discrete list of pixel coordinates along
the perimeter, it is very unlikely that any of the points in the list would land
exactly on the line specified by equation 3.59. We estimated how close a given
pixel in the list was to landing on Eq. 3.59 by drawing a line through that point
which was parallel to the major axis. The intersection between this line and that
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of Eq. 3.59 gave a point that would be very close to our target pixel if it was the
correct target in the sense that it landed on the minor axis. The equation of this
parallel major axis line is

y − yp = m (x − xp ) .

(3.60)

The intersection of Eqns. 3.59 and 3.60 gave an alleged point on the perimeter
of the blob. The software searched through all the points in the perimeter list in
order to find which pixel yielded the smallest difference between the intersection
point (xi , yi) and the actual pixel coordinate (xp , yp ). Solving Eqns. 3.59 and 3.60
gives the intersection point coordinates

xi =

x0 + my0 + m2 xp − myp
m2 + 1

(3.61)

mx0 + m2 y0 − mxp + yp
.
m2 + 1

(3.62)

and

yi =

In order to avoid dividing by zero during the computation, it is necessary to
compute a few special cases explicitly. If y1 = y2 so that m = 0, then from
equation 3.61 and equation 3.62, the intersection point is (x0 , yp ). If x1 = x2 so
that 1/m = 0 then the intersection point is (xp , y0 ). In order to find both ends
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of the minor axis, the list of perimeter pixels was separated into a list of points
above and list of points below the major axis line.

3.6.3

Instructions for Defect Software

The use of blob.c is very similar to that of realspace.c. The parameters for
the program are in the #define statements at the top of the program. The same
quantities as in realspace.c, such as DX, DIM, BASENAME, NUMBER OF IMAGES, etc.
must also be configured for blob.c. You must provide the program with some
of the results from realspace.c. These are the amplitude defect images, the θ
images, and the edge detection images.
There are many things output by the blob.c program. It does not by default
generate images like the one shown in Fig. 3.21b. The primary use of the program is to print the list of blob sizes, major and minor axis lengths, the average
number of blobs per images, and a dot-product like quantity between the domain
orientation and the major axis of the domain. These are output to a handful of
appropriately named files similar in arrangement to the output of realspace.c.
I will not go into further detail here, but a brief look through the source code
should give the user any needed information about the output files.
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Structure Factors
Previous work on domain chaos used numerical moments of the SF in order
to determine a correlation length ξ [17, 34–36]. In order to better understand
the consequences of using numerical moments, we derived analytic expressions
for the zeroth, first, and second moments of several proposed forms of the SF.
This yielded results for the correlation length ξ based on moments that could
be compared with the correlation length ξ that appears directly in the functional
form chosen for the SF. We found that ξ ∼ ξ m where m depended on the particular
form of the structure factor. This suggests that using moments to measure the
correlation length does not necessarily yield ξ with the ε dependence implied by
the GL model.
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We investigated four particular forms of the SF. The exact form for domain
chaos is not known. For our purposes one useful form is the SF of the linear SH
equation

S (k) =

4k02 B
2

ξ 2 (k 2 − k02 ) + 4k02

.

(4.1)

It is an excellent approximation to the SF of the Boussinesq equations in the
presence of additive noise for RBC below onset [63]. Another useful form is the
squared SH SF

S (k) =

"

√
4k02 B
2

ξs2 (k 2 − k02 ) + 4k02

#2

(4.2)

used by some authors for fits to numerical results in order to estimate a half width
at half height δk of the distribution [16,32]. In the limit of large ξ, the correlation
p√
2 − 1/δk
length ξ in Eq. 4.1 approaches 1/δk, but ξs in Eq. 4.2 approaches

for large ξs . When we directly compared ξ and ξs , as in Fig. 7.3, we divided ξs by
p√
2 − 1 so that it approached 1/δk.
We also considered a Gaussian form



S (k) = B exp − (ln 2) (k − k0 )2 ξ 2
and a Lorentzian form
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S (k) =

B
.
ξ 2 (k − k0 )2 + 1

(4.4)

The latter is the SF of the one-dimensional linearized GL equation. The correlation length ξ of both the Gaussian and the Lorentzian is exactly equal to 1/δk
regardless of the size of ξ. For all four of these functions we note that the position
of the peak of S (k) is at k0 and S (k0 ) = B.
In the following sections we will explore the details of the integration necessary
for computing the moments of the SH form and give the results for the squared
SH form. Although we did examine moments for the Gaussian and Lorentzian
forms, we refrain from providing detailed results. There is no physical argument
for using the Gaussian, and we find that it is the poorest representation of the
experimental data. The Lorentzian has the unfortunate feature that none of its
moments exist due to divergence of the integrals. In short we find that, if we
introduce an integration cutoff, the Lorentzian and SH forms yield a relationship
ξ ∼ ξ 1/2 . The Gaussian and squared SH forms do not require a cutoff, and yield
a relationship ξ ∼ ξ. The dependence of ξ on the shape of the SF convinced us
that we must avoid using moments for determining a correlation length from the
pattern images.
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4.1
4.1.1

Swift-Hohenberg
Half-width

For the purpose of carrying out the integration, we define the correlation length
as ξ 2 ≡ 4k02 ξ˜2 . The use of ξ˜ in equation 4.5 helps reduce the need to haul around
extra constants during the algebra. In these units, the SH SF is

S (k) =

B
.
2
2
2
˜
ξ (k − k02 ) + 1

(4.5)

The location of the maximum is at k = k0 and the locations where the function
reaches half of its maximum value are at

k=

s

k02 ±

1
.
ξ˜

(4.6)

The width of the peak is

δk = k+ − k− = k0

s

1+

1
−
˜
ξk02

s

1−

1
˜
ξk02

!

.

(4.7)

˜ 2 . It will come up many times in the calculations to
Consider the quantity ξk
0
follow. In terms of the physical correlation length ξ,

˜ 2 = ξk0 .
ξk
0
2
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˜ 2 ∼ 15. This means that we
We find experimentally that ξ ∼ 10 and k0 ∼ π, so ξk
0
˜ 2 using the expansion
can expand Eq. 4.7 with respect to the small quantity 1/ξk
0

√


1
1
1 ± x = 1 ± x − x2 + O x3 .
2
8

(4.9)

Applying this approximation to Eq. 4.7 gives the half-width as


 
δk
1
1
1+O
=
.
2
ξ
ξ2

4.1.2

(4.10)

Total Power

The total power is

P =

Z

∞

B
2
ξ˜2 (k 2 − k02 ) + 1

0

(2πkdk) .

(4.11)

Applying the transformation u = k 2 − k02 to Eq. 4.11 gives
Bπ
P =
ξ˜2

Z

∞
−k02

u2

du
+ ξ̃12

(4.12)

which is in the elementary form

Z

 
dx
1
−1 x
+C .
=
tan
a2 + x2
a
a

Evaluating the integral gives the total power as
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2πk0 B π
ξk0
−1
P =
.
−
− tan
ξ
2
2

(4.14)

Once again we find an approximation for large ξ. For x < −1,

−1

tan

1
π
+O
x=− +
2 |x|



1
x3



,

(4.15)

so that


 
2π 2 k0 B
1
2
P =
1−
+O
.
ξ
πξk0
ξ3

(4.16)

When evaluating the integral numerically on real data, it is impossible to
evaluate the upper limit in Eq. 4.11 at ∞. Instead a finite cutoff value kC must
be chosen. In this case, the total power is

P =

Z

kC

0

B
2
ξ˜2 (k 2 − k02 ) + 1

(2πkdk) ,

(4.17)

which yields the total power as

 2




ξkC
ξk0
ξk0
2πk0 B
−1
−1
−
tan
−
− tan
.
P =
ξ
2k0
2
2

4.1.3

First Moment

To get the first moment we first compute
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P1 =

Z

0

∞

B
ξ˜2 (k 2 −

2
k02 )


2πk 2 dk .

+1

(4.19)

The following Mathematica code yields the indefinite integral.
Integrate[(2 Pi k^2)/(A (k^2 - C)^2 + 1), k] // FullSimplify
The result is

(−1)

1/4

q





1/4 ˜
3/4 ˜
Bπ ξ˜ − iξ˜2 k02
(−1) ξk 
(−1) ξk 
tan−1  q
+ i tan−1  q
2
˜
ξ
ξ˜ − iξ˜2 k02
ξ˜ + iξ˜2 k02
(4.20)

where, in the Mathematica code, A= ξ˜2 and C= k02 . To evaluate the integral, we
compute the limit of this expression as k → 0 and k → ∞. Mathematica code to
do this is
Limit[Out[1], k -> Infinity] // FullSimplify
Limit[Out[1], k -> 0] // FullSimplify
The result is that for k → 0, the limit is 0. For k → ∞, Mathematica gives

Bπ 2
P1 =
2ξ˜2

"s

i
ξ̃

1
+
− k02

s

1
˜ 2
+ iξk
−i
0
2
+
k
0
ξ̃

s

i
ξ̃

1
−
− k02

s

1
−i
+ k02
ξ̃

!#

. (4.21)

Equation 4.21 is disguised as a complex quantity, however it is secretly real, as
indicated by the fact that Eq. 4.19 contains a real integrand evaluated along the

137

Chapter 4. Moments of Theoretical Structure Factors
positive real-axis. To rewrite Eq. 4.21 in a real form, first we consider the fraction
inside each of the square roots. All four terms are in the form

1
a − bi
= 2
.
a + bi
a + b2

(4.22)

We rewrite this in polar coordinates. In order to get the principal value for the
square root, we must choose θ so that −π < argz ≤ π [70]. For the case a < 0
and b > 0 (the first and third terms in equation 4.21), the complex vector points
in the third quadrant in the complex plane, so the principal value is

s

i
ξ̃

v
u
i
2
−1
u ei[tan−1 (1/ξ̃k02 )−π]
e 2 tan (1/ξ̃k0 )
1
u
= −i 
=t q
1/4 .
1
4
− k02
1
4
+
k
0
+k
ξ̃ 2

(4.23)

0

ξ̃ 2

For the case a < 0 and b < 0 (the second and fourth terms in equation 4.21),
the complex vector points in the second quadrant in the complex plane, so the
principal value is

s

v
u
i
2
−1
u ei[π−tan−1 (1/ξ̃k02 )]
1
e− 2 tan (1/ξ̃k0 )
u
−i
=i 
=t q
1/4 .
1
4
+ k02
1
4
+
k
ξ̃
0
+k
ξ̃ 2

(4.24)

0

ξ̃ 2

Combining Eqs. 4.23 and 4.24 into Eq. 4.21 yields

P1 =

Bπ 2
ξ˜2



1
ξ̃ 2

+ k04

1/4





1
sin
tan−1
2



1
˜
ξk02



+

˜ 2
ξk
0



1
cos
tan−1
2



1
˜
ξk02



,

(4.25)
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which is divided by Eq. 4.14 to get

k = k0

2
ξk0

h
 i
 i
h
sin 12 tan−1 ξk20 + cos 12 tan−1 ξk20
.
1/4 


ξk0
1
4
1
−1
1 + ξ 2 k2
− π tan
− 2
2

(4.26)

0

Expanding for large ξ gives


k = k0 1 +

4.1.4

2
+O
πξk0



1
ξ2



.

(4.27)

Second Moment

To get the second moment we compute

P2 =

∞

Z

B
ξ˜2 (k 2 −

0

2
k02 )

+1


2πk 3 dk .

(4.28)

This integral does not exist because it contains a logarithmic divergence at large
k. We introduce a cutoff so that the moment remains finite. In practice, when
this moment is evaluated on actual data, there is necessarily a cutoff anyway.

P2C =

Z

0

kC

B
2
ξ˜2 (k 2 − k02 ) + 1


2πk 3 dk .

The following Mathematica code yields the indefinite integral.
Integrate[(2 Pi k^3)/(A (k^2- C)^2 + 1), k] // FullSimplify
The result is
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2 i

π h ˜ 2
2ξk0 tan−1 ξ˜ k 2 − k02 + ln 1 + ξ˜2 k 2 − k02
2ξ˜2

(4.30)

where, in the Mathematica code, A= ξ˜2 and C= k02 . Evaluating at k = 0 and
k = kC gives

P2C

"
 o

Bπ ˜ 2 n −1  ˜  2
˜ 2
=
2ξk0 tan
ξ kC − k02 + tan−1 ξk
+ ln
0
2
˜
2ξ

2

1 + ξ˜2 [kC2 − k02 ]
1 + ξ˜2 k04

!#

(4.31)

At this point there is a consistency issue that makes the algebra difficult. We
are forced to employ a cutoff to get a finite result for P2C . For consistency we
ought to use a similar cutoff for the expressions for the total power and k that are
2

required to compute the second moment σ ≡ k 2 − k . We have the total power
with a finite cutoff in Eq. 4.18, but we have no analytic form of k with a finite
cutoff. Dividing Eq. 4.31 by the total power with same limits from Eq. 4.18, but
not committing to a specific evaluation of k so that the expression is still exact
yields

k02
σ2 =



n


2 −k 2 2
 o k0
4k02 +ξ 2 [kC
0]
ξ
2
−1 ξk0
−1
2
tan
[kC − k0 ] + tan
+ ξ ln
2k0
2
4k02 +ξ 2 k04
2
 2

k
.
−

ξk
tan−1 2kC0 − ξk20 − tan−1 − ξk20
(4.32)
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In order to continue analytically we are forced to use the expression in Eq. 4.26
for k, even though the limits do not match the rest of Eq. 4.32. This is not a huge
worry because, for large enough kC , k converges rapidly enough that the choice of
upper limit has only a minor effect. As shown below, numerically we find that the
difference between using the matching limits and using the infinite limits does not
affect the exponent of ξ to lowest order. With this caveat in mind, the expansion
for large ξ using consistent limits for the P2C and total power, but not for k is

"

[kC2

2
k02 ]

!

#




1
.
(4.33)
ξ2
√
Equation 4.33 indicates that in the case of the SH form ξ¯ ∼ ξ regardless of the
1 k0
σ ≃
ln
ξ π
2

−
k04

4k0
−
+O
π

cutoff kC .

4.2
4.2.1

Squared Swift-Hohenberg
Half-width
2

As in the case of the SH SF, we rewrite Eq. 4.2 with ξs2 ≡ 4k02 ξ˜s in order to
simplify the algebra.

S (k) =

"

B
2
2
ξ˜s (k 2 − k02 ) + 1

#2

.

The k locations where Eq. 4.34 reaches half the value of its maximum are
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The width is

δk =

s
p
p
√
√
−1
+
2
−1 + 2
2
2
k0 +
− k0 −
.
ξ˜s
ξ˜s

s

(4.36)

Taking the limit of large ξs , just as was done for the SH form, gives the half-width
as

δk
=
2

p√

2−1
+O
ξs



1
ξs3



.

(4.37)

Although the half-width is proportional to ξs , there is the additional constant of
p√
2 − 1. This constant has no effect on the scaling-law exponent with respect
to ε, but when directly comparing with the result from the SH SF, we divide out
p√
2 − 1.
the constant so that ξ = ξs /

4.2.2

Moments

The calculations of the moments of the squared SH SF are very similar to
those for the SH SF explained in Sect. 4.1. The only major difference is the fact
that the second moment converges without need for a cutoff in the case of the
squared SH SF, so the limits of all integrals can be taken from 0 to ∞. Thus, I

142

Chapter 4. Moments of Theoretical Structure Factors
will not repeat much of the same work here, but just give the final results. The
total power is

P =



2πk02 B




1
1
π
ξs k0
−1
+
−
− tan
4 + ξs2 k02 2ξs k0 2
2

(4.38)


 
π 2 k0 B
1
1+O
P =
ξs
ξs3

(4.39)

which reduces to

in the limit of large ξs . The first moment is

h
i
h
i


π sin 12 tan−1 ξs2k0 + πξs k0 cos 12 tan−1 ξs2k0
k = k0

1/4 
π

ξs k0
1
1
−1
−
tan
−
2ξs2 k02 1 + ξ24k2
+
2ξs k0 2
2
4+ξ 2 k 2
s 0

(4.40)

s 0

which reduces to


k = k0 1 −

1
+O
2ξs2k02



1
ξs3



(4.41)

in the limit of large ξs . For the second moment σ, we need

k2 =
2

π
1
1
− tan−1
2 2 + 2ξ k
2
s 0
2 ξs k0
π
k0 1
1
− tan−1
+
2
2
2ξ
k
2
4+ξs k0
s 0



− ξs2k0

− ξs2k0

and Eq. 4.40 gives k . For large ξs ,


 
8
1
1
+O
σ = 2 1−
ξs
3πξs k0
ξs2
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so that ξ s ∼ ξs .

4.3

Numerical Test and Impact on Scaling Prediction

Figure 4.1 compares results for ξ from numerical integration of the SH SF and
the squared SH SF with the analytic results detailed above. The lowest order
expansion for the squared SH SF in Eq. 4.43 is an excellent approximation to
the exact result as it lands almost directly on top of it. However, although the
exponent is −1/2, it does give a ξ s that is smaller than the input ξ (shown as the
p√
solid line in Fig. 4.1) because of the extra constant
2 − 1 discussed earlier.

The approximate result for the SH SF (from Eq. 4.33) is not very close to the
exact result (from Eq. 4.32) because the exact result for k (Eq. 4.26) was used
to compute Eq. 4.33 while the dashed curve shown in Fig. 4.1 was computed
with a finite cutoff for k to match the cutoff used in the integral for k 2 for the
sake of consistency. Nevertheless, the approximate result is parallel to the exact
result with cutoff indicating that regardless of these details, the exponent from
integrating the SH SF is −1/4.
When using numerical moments to compute νef f from the experimental data,
the choice of the limits for the integration clouds the results shown in Fig. 4.1.
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Figure 4.1: ξ computed from integration of the SH SF and the squared SH SF.
The analytic results were evaluated with ξ = 1.6ε−1/2 , k = π, and kC = 14. Solid
line: ξ = 1.6ε−1/2 (chosen to match the solid line in Fig. 7.3). Dashed line: ξ
from SH computed with Eq. 4.32 using kC = 14 and computing k numerically
so that the integration is done only over the range 0 < k < 14 for consistency.
Dashed-dotted line: Approximate ξ from SH computed with Eq. 4.33. Dotted
line: ξ s computed from Eq. 4.40 and Eq. 4.42. Thin solid line that passes almost
directly through dotted line: Approximate ξ s from squared SH computed from
Eq. 4.43.
If constant limits are chosen then the results in Fig. 4.1 apply, and the measured
exponent is affected by the underlying shape of S (k). However in some previous
experimental measurements, the limits k± were chosen such that S (k± ) = γS (k0 )
where γ = 0.15 [33, 34]. Applying this relation to the SH SF reveals that k± is
ξ-dependent:

k± =

s

k02

2k0
±
ξ
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Numerically evaluating ξ for the SH SF over the range k− < k < k+ using the
data for ξ shown in the solid line in Fig. 4.1 yields a ξ that lands almost exactly
on top of the solid line. This is particularly problematic because it implies that ξdependent limits artificially modify the ε dependence of the variance. In this case,
the special choice of limits given by Eq. 4.44 effectively overcame the ξ dependence
predicted by Eq. 4.33.
According to the GL model, at small ε one expects ξ ∼ ε−ν with ν = 1/2
[15, 60]. One also expects the total power to vanish at onset in proportion to ε.
Thus, if Eq. 4.1 or Eq. 4.2 gives the shape of S (k) correctly, then according to
Eq. 4.16 or Eq. 4.39, P ∼ εν+β with ν + β = 1 and B ∼ εβ with β = 1/2.

4.4

Scaling Collapse

The scaling analogy to critical phenomena extends beyond the power-law dependence of ξ on ε. In order to more deeply probe this scaling, we re-scaled
the experimental SFs at different ε in an attempt to collapsed them all onto
a single curve as discussed in Sect. 7.2. As a comparison to the experimental
results, we also applied the scaling collapse recipe to the analytic forms, following the procedure of Ref. [62]. First we normalized the structure factor so that
2π

R∞
0

S (k) kdk = 1. It is also necessary to re-scale the SF on both the abscissa
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and ordinate axes so that x ≡ (k − k0 ) ξ and S̃ (x) ≡ (k/ξ) S (x). In the criticalpoint limit, of ξ → ∞ and evaluating the integral normalization over the range
0 ≤ k ≤ ∞, all parameters cancel, leaving only a function of x. This yields

S̃ (x) =

1
+ x2 )

(4.45)

1
π 2 (1 + x2 )2

(4.46)

2π 2 (1

in the case of the SH form,

S̃ (x) =

in the case of the squared SH form, and

S̃ (x) =

exp (−x2 )
2π 3/2

(4.47)

in the case of the Gaussian form. We refrain from listing the rescaled Lorentzian
because the zeroth moment diverges, making it impossible to normalize without
introducing a cutoff.
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After expending considerable effort trying to extract a consistent measurement
of ν from the SF of the experimental data using the FT method, we concluded
that there must be a serious finite image size effect interfering with our goal. The
value of ν tended to have a large error bar, in the sense that its value fluctuated
significantly across different data sets, that could not be accounted for given the
statistics of the data.
In order to fully understand the effect of a finite image size, we needed to have
a series of very large images of domain chaos to analyze. In order to produce
this series, we simulated the SH model of domain chaos on a huge 1024 × 1024
grid, corresponding to a horizontal size of Γ∗ = 300. Then we cut different sized
sections from these large images in order to ascertain the effect of having a smaller
image size.
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In the following sections I will discuss the results of this finite size analysis.
First I will provide the details of the simulation and also explain how to use our
software. Then I will present results from the analysis of the SF and also from
the local wave-director field.

5.1

Simulation of the Swift-Hohenberg Model of
Domain Chaos

To study the impact of the finite size of pattern images, we ran simulations
using the Swift-Hohenberg model for domain chaos [15]. We utilized the algorithm
in Ref. [15] and periodic boundary conditions to solve the equation

∂t ψ = ε̃ψ − ∇2 + 1

2





ψ − g1 ψ 3 + g2 ẑ · ∇ × (∇ψ)2 ∇ψ + g3 ∇ · (∇ψ)2 ∇ψ (5.1)

for ψ, a field that can be used to model the temperature of the convection sample
at the midplane. Figure 5.1 shows a sample solution of ψ. The time step for
numerical integration was 0.1. The initial condition for ψ was a random grid of
straight-roll patches, like that shown in Fig. 3.13 but using a 12×12 grid of patches
and also with white noise superposed. At each ε̃, 10000 warm-up time steps were
performed followed by 256 snapshots of ψ recorded at an interval of 1250 time
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Figure 5.1: A solution of Eq. 5.1 for ε̃ = 0.12. This is a 512 × 512 (Γ∗ = 150)
cutout from the center of a 1024 × 1024 image with Γ∗ = 300.
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steps. The pixel spacing was chosen to reflect a non-unity sample thickness, unlike
the choice in Ref. [15], in order for the wave number and ξ to be nearer the values
in the experiment. The choice of this constant has no effect on the value of ν, β,
or µ, thus it does not affect our main conclusions.
The control parameter in the simulation is related to the experimental control
parameter by ε̃ = (4/kc2 ξ02 ) ε ≃ 2.60ε [14], where kc is the critical wave number and
ξ0 is the curvature of the neutral curve [71]. The neutral curve is programmed in
RBCneut.c, which is straightforward to run. The numerical value 2.60 corresponds
to Ω = 17.5. Figure 5.2 shows both ξ02 and 4/kc2 ξ02 as a function of Ω as computed
numerically from the neutral curve. We note that the exact value of 4/kc2 ξ02 has
no effect on the value for ξ, B, ν, β, f , or µ, and only serves to shift the value of
ε corresponding to a data point at a given ε̃.
The parameters g1 , g2 , and g3 control the stability balloon and can be chosen
to model a specific Ω and Küppers-Lortz angle θKL. In the present work we used
g1 = 1, g2 = −2.4534, and g3 = 0.522 which are the same parameters used in
Fig. 1b of Ref. [15] and which correspond to θKL = 51◦ and roughly Ω ≃ 17.5
for the Prandtl number in the present experiment. Note that Eq. 5.1 assumes
infinite Pr, so this rough value of Ω comes from comparing Ω/Ωc , where Ωc is Pr
dependent.
By solving Eqns. 6 and 7 from Ref. [15], which give the Küppers-Lortz angle
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Figure 5.2: Top figure: curvature ξ02 of the neutral curve. Bottom figure: 4/kc2 ξ02 .
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tan 2θKL = g2 /g3

(5.2)

q
3g1 + g3 − 2 g22 + g32 < 0 ,

(5.3)

and criteria for Ωc

we found the relationship of g2 and g3 with θKL and w ≡ Ω/Ωc , which allowed us
to make an analogy between the parameters in the simulation and those of the
experiment. Here we will follow Ref. [15] in setting g1 = 1 for all cases, and tuning
the parameters g2 and g3 only. The rotation rate is proportional to g2 [15], so w
can be written as the ratio of g2 to the root of Eq. 5.3 which gives

Solving for g2 and g3 gives

g2 =

w=p

2g2

(5.4)

9 + 6g3 − 3g32

h
i
p
2
2
2
2
3 tan 2θKL w + 2 w (w + tan 2θKL )

(5.5)

h
i
p
3 w 2 + 2 w 2 (w 2 + tan2 2θKL )

(5.6)

3w 2 + 4 tan2 2θKL

and

g3 =

3w 2 + 4 tan2 2θKL
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These equations are programmed in eval parameters.c. The program is easy
to use, but here is some output from the program for some common parameters.
Simulation parameters:
g1 = 1 g2 = -2.6 g3 = 1.5
stability value (Eq. 7) = -1.50333240792145 (note: this is Eq. 7 in Ref. [15])
Physical parameters:
Omega/Omega c = 1.55034046439985
theta KL = 1.04703732446344 rad = 59.9908196844247 degrees

Simulation parameters:
g1 = 1 g2 = -2.4534 g3 = 0.522
stability value (Eq. 7) = -1.4946345531641
Physical parameters:

Omega/Omega c = 1.45874624795476

theta KL = 0.890218086334555 rad = 51.0057391931827 degrees
As a check on the accuracy of our implementation of the solver algorithm we
attempted to reproduce Fig. 7a of Ref. [15]. Our simulation agreed within 2%
for the data points at ε̃ = 0.1, 0.2, and 0.3 in that figure, but differed by about
27% for the data point at ε̃ = 0.03 for an unknown reason. Nevertheless, we are
confident in the correctness of our simulation and in the results to follow.
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5.2

Instructions for Using the Simulation Software

The solveKL.c program implements the algorithm for solving Eq. 5.1 that
is described in Ref. [15]. It uses a psuedospectral method in which the spatial
derivatives are computed with the FT, as explained in Sect. 3.3.2 but without
the reflection trick because we have periodic boundary conditions here. The time
stepping of the linear part of Eq. 5.1 is done directly in Fourier space with an
exponential propagator, but the time stepping for the nonlinear terms is done
explicitly in real space to linear order. A band-pass filter (given in Eq. 3.3) is also
applied in Fourier space to prevent high order modes from inducing non-physical
instabilities.
The use of solveKL.c is straightforward. There are a handful of parameters
to configure in the #define statements at the top of the program. Configure L, N,
and DELTA to the system size, number of grid points, and spacing between points.
Set the time step with DT. At each ε̃ step, the program warms up for WARMUP time
steps, and then generates NUMBER images that are separated by a time interval of
ITER iterations. Set the G1, G2, and G3 values as described above. The parameter
EPSILON LIST holds a static array of ε̃ steps, and EPSILON NUM should be set to
the number of steps in the list. There are a couple of options for initial conditions.
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Set INITCOND to 0 for an initial condition of 50% straight rolls and 50% white
noise. This can be in a single domain or in a grid of randomly oriented domains
as in Fig. 3.13. The number of domains is set with NUM QUADS. Set INITCOND to
1 to use uniformly distributed white noise as the initial condition. It is possible
for the program to resume a crashed calculation once it is past the warm-up
stage. The resume data is stored in the file specified by RESUME FILENAME. The
program automatically resumes when it finds this file, so delete the file to force a
restart. Since the resume data is stored in raw binary format, it is not possible
to copy the resume data to a different type of computer architecture to resume
the calculation. As in mem2D.c, the first couple lines of the main() function
have code for enabling multiple threads in the FFT portion of the algorithm. A
similar strategy for multiprocessing applies here as was described for the MEM
calculation.

5.3

Effect of Image Size on the Structure Factor
and Scaling Exponents

In order to determine the effect of the finite image size on the measured value
of ξ we ran simulations of image size 1024 × 1024 corresponding to an image
aspect ratio Γ∗ = 300, where Γ∗ refers to the horizontal width of the image. This
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Figure 5.3: Structure factor (SF) from simulations using Eq. 5.1 with ε̃ = 0.12,
computed with the Fourier-transform method. Both data sets are from the same
simulation except with a different size center-cutout used to compute the SF.
Triangles: Γ∗ = 300. Circles: Γ∗ = 75. Solid lines: Fits of Eq. 4.1 to the data
over the range k ± 3/ξ.
is in contrast to the aspect ratio Γ which refers to the physical aspect ratio of
the convection sample. From these large simulations we cut various sized center
sections and computed the SF using both the FT and the MEM. We fit the SH
function and the squared SH function to the SF.
The choice of Γ∗ strongly affected the shape of the SF when computed with
the FT. Figure 5.3 compares the SF of the same data for two different values of
Γ∗ . The same data analyzed with the MEM, as shown in Fig. 5.4, is affected
slightly by Γ∗ , but it is not nearly as sensitive as the FT. It is important to note
that the sharpest SF peak is not necessarily the best. The Γ∗ = 300 SF from
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Figure 5.4: Structure factor (SF) from simulations using Eq. 5.1 with ε̃ = 0.12,
computed with the maximum entropy method (MEM). Both data sets are from
the same simulation except with a different size center-cutout used to compute
the SF. Triangles: Γ∗ = 300. Circles: Γ∗ = 75. Solid lines: Fits of Eq. 4.1 to the
data over the range k ± 3/ξ.
the FT is sharper than either of the MEM peaks, but it is not at all consistent
with its shorter data length relative, Γ∗ = 75. In contrast, the MEM SFs land
nearly on top of each other when comparing Γ∗ = 300 and Γ∗ = 75. The ability to
accurately represent the SF peak for relatively small image sizes is crucial because
system sizes as large as Γ∗ = 300 are experimentally inaccessible.
From fitting the SF for both the FT and MEM, we computed ξ for many ε and
Γ∗ as shown in Fig. 5.5. Once again we found that the MEM provides significantly
more consistent results for vastly different Γ∗ . In the case of the FT results, it is
critical to note that increasing Γ∗ does not simply increase ξ due to the larger data

158

Chapter 5. Effect of Finite Image Size

ξ

20

10
9
8

0.02

ε

0.035

0.05

Figure 5.5: Measurements of ξ from fits of Eq. 4.1 to many SFs like those shown
in Figs. 5.3 and 5.4. Open symbols: from the FT method. Solid symbols: from
the MEM. Triangles: Γ∗ = 300. Circles: Γ∗ = 75. Solid lines: Fits of the power
law ξ ∝ ε−ν to the data over the range shown.
length. It also increases the slope of ξ vs. ε on a logarithmic graph, thus affecting
the measured ν. Since we wish to measure ν accurately enough to compare with
the model prediction ν = 1/2, this is a discouraging outcome.
We ascertained the effect of image size on the accuracy of ν by computing ν
as a function of Γ∗ as shown in Fig. 5.6. The two lowest Γ∗ points in that figure
correspond to the available image size in the experimental samples with Γ = 36
and Γ = 61.5. The ν values from the MEM and FT method both approached
nearly the same asymptotic value at large Γ∗ . Fortunately, the result from the
MEM has nearly reached this asymptote at even the smallest Γ∗ indicating that
it may be reliably used for measuring ν even in the case of small images. Not
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Figure 5.6: Results for ν from fits like those shown in Fig. 5.5. Solid symbols:
from the MEM. Open symbols: from the FT method. Circles: ξ was determined
by fitting the SH SF Eq. 4.1 to the data. Squares: ξ was determined by fitting
a squared SH SF Eq. 4.2 to the data. Dashed line: the ν = 1/2 prediction from
model equations.
only is the FT measurement of ν much too low at the smallest Γ∗ , but it also
contains rather large fluctuations at those values. At the largest Γ∗ it is almost as
good as the MEM, but that does not help for the analysis of experiments which
are limited roughly to Γ∗ < 100 due to the effect of the centrifugal force on the
domain chaos state as discussed in Chap. 8 [4].
We observed a similar finite image-size effect for the scaling of B with ε. As
discussed in Sect. 4.3 we expect that B ∼ ε1/2 provided that ξ obeys the scaling
in the amplitude model, i.e. ξ ∼ ε−1/2 . Our SF fits that yielded ξ also gave B.
Figure 5.7 shows some examples of B for the same data as shown in Fig 5.5.
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Figure 5.7: Results for B from fits of Eq. 4.1 to many SFs like those shown in
Figs. 5.3 and 5.4. Open symbols: from the FT method. Solid symbols: from the
MEM. Triangles: Γ∗ = 300. Circles: Γ∗ = 75. Solid lines: Fits of the power law
B ∝ εβ to the data over the same range as shown in Fig. 5.5.
We extracted a scaling exponent β by fitting the equation B ∝ εβ to the data.
As indicated by Fig. 5.8, the result is similar to the finite image-size effect on ν.
At the smallest Γ∗ values, the MEM results exhibit a slight Γ∗ dependence, but
they quickly reach a nearly constant value as Γ∗ increases. The FT method suffers
from a strong Γ∗ dependence. However, it is quite satisfying that for Γ∗ near the
experimental values, we obtained ν ≃ 0.25 and β ≃ 0.75 from the FT method, in
agreement with what we (and others previously) observed in the experiment.
Figure 5.9 shows the results for ν + β for both the MEM and the FT method.
Both are close to the expected result ν + β = 1, and approach it even more closely
as Γ∗ increases.
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Figure 5.8: Results for β from fits like those shown in Fig. 5.7. Solid symbols:
from the MEM. Open symbols: from the FT method. Circles: ξ was determined
by fitting the SH SF Eq. 4.1 to the data. Squares: ξ was determined by fitting
the squared SH SF Eq. 4.2 to the data. Dashed line: the β = 1/2 prediction from
model equations.
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Figure 5.9: Values of ν + β from combining the results shown in Figs. 5.6 and
5.8. Solid symbols: from the MEM. Open symbols: from the FT method. Circles:
ξ and B determined by fitting the SH SF Eq. 4.1 to the SFs. Squares: ξ and
B determined by fitting the squared SH SF Eq. 4.2 to the SFs. Dashed line:
ν + β = 1.
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The GL model predicts that the characteristic frequency f of domain chaos
obeys the power law f ∝ εµ with µ = 1, but previous experiment found µ closer
to about 0.5 [34, 36]. Although in the present work we have resolved the ξ scaling
problem as being caused by the finite image-size effect, whether or not µ is affected
by the finite image-size remains an issue for future work. However, it was indicated
in Ref. [17] that in a SH simulation that included sidewalls, there was no finite-size
effect for µ as a function of Γ. Furthermore, results from a Boussinesq simulation
discussed in Chap. 8 suggest that it is the centrifugal force that is responsible for
the discrepancy between experiment and theory.

5.4

Effect of Image Size on the Local wave-director
Results

We can also extract a correlation length ξθ from the θ component of the local
wave-director field, although it is not clear whether or not this length should be
the same as ξ from the SF. Since the theoretical model for domain chaos [60] only
contains one length scale, it is reasonable that the local wave-director analysis
would yield a length scale with the same ε dependence as ξ from the SF.
We extracted ξθ from the width at half the maximum of C (δr). Examples of
C (δr) are shown in Fig. 5.10. We found that C (δr) was well fit by an exponential
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Figure 5.10: Examples of C (δr) for Γ∗ = 75. Solid and dotted lines: unbiased
C (δr). Dashed and dashed-dotted lines: biased C (δr). Solid and dashed lines:
ε̃ = 0.05. Dotted and dashed-dotted lines: ε̃ = 0.12.
function from small up to moderately large δr. Fitting an exponential function or
just finding the δr value where C (δr) dropped to 1/2 gave nearly identical results
for ξθ , provided that we divided the result from the half maximum by the required
factor of ln 2. Finding the 1/2 level is more convenient, and was used previously
in domain chaos in a very similar situation [15], so we used that technique for
determining ξθ .
Figure 5.11 shows the ξ and ξθ data together on one plot for a couple of Γ∗
values. The ξθ data do not land on top of the ξ data, although this may be
related to our choice of defining ξθ as the width at half the maximum instead of
some other fraction of the maximum. Choosing a different cutoff would not affect
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Figure 5.11: Measurements of ξ from fits of Eq. 4.1 to many SFs like those shown
in Figs. 5.3 and 5.4. Also, measurements of ξθ from many C (δr) like those shown
in Fig. 5.10. Open triangles and circles: from the FT method. Solid triangles and
circles: from the MEM. Triangles and squares: Γ∗ = 300. Circles and diamonds:
Γ∗ = 75. Open diamonds and squares: from the biased C (δr). Solid diamonds
and squares: from the unbiased C (δr). Solid lines: Fits of the power law ξ ∝ ε−ν
to the data over the range shown.
the ε dependence, but just shift all the ξθ values by a constant factor. There
are two measurements of ξθ for the same pattern data because we determined ξθ
both with a biased and an unbiased C (δr). At large Γ∗ , the biased and unbiased
forms approach each other. For smaller Γ∗ , including other data not shown in
the figure, the unbiased ξθ values tend to have an increased slope. The biased
ξθ values have a consistent slope over the range of Γ∗ we studied, but for small
Γ∗ are systematically shifted from the result at large Γ∗ . We want to determine
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the best algorithm for yielding a consistent result with large Γ∗ , because in the
experiment there are no large Γ∗ pattern images available.
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Figure 5.12: Results for ν and νθ from fits like those shown in Fig. 5.11. Solid
symbols: from the MEM. Open symbols: from the FT method. Pluses: from the
biased C (δr). Crosses: from the unbiased C (δr). Circles: ξ was determined by
fitting the SH SF Eq. 4.1 to the data. Squares: ξ was determined by fitting a
squared SH SF Eq. 4.2 to the data. Dashed line: the ν = 1/2 prediction from
model equations.

We further quantified the difference between the biased and unbiased C (δr) by
examining νθ determined from fits of ξθ ∝ ε−νθ to the data as shown in Fig. 5.11.
The Γ∗ dependence of νθ is shown in Fig. 5.12. The biased C (δr) gave νθ values
that seem to be totally independent of Γ∗ . At very large Γ∗ these values met
with results obtained from the unbiased C (δr). This is a good indication that we
should prefer the biased C (δr) when extracting the ε dependence of ξθ . However,
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at moderate to large ε, we found that the unbiased results gave values for ξθ in
the small Γ∗ case that were closer to the value determined at large Γ∗ . Thus, we
may prefer the unbiased form when we want to determine ξθ at moderate ε, but
do not care about the ε dependence as we approach small ε.

5.5

Effect of Finite Image Size on Defects and
Domains

We applied the defect and domain detection to the simulation. This yielded
the average defect area ad , the average domain area aD , the number of defects
Nd , the number of domains ND , the defect density ρd in Eq. 3.56, and D as
in Eq. 3.41. We expect that the domain area would have ε dependence such
that aD ∼ ε−3/4 , due to the asymmetric Newell-Whitehead-Segel terms in the GL
model [60]. Thus, we fit a power law to the defect and domain area and attempted
to extract effective exponents, which gave νd for defects and νD for domains. We
found that the results were severely affected by the finite size of the image. In
the case of domains, even the Γ∗ = 300 images were not large enough to give a
converging result for the domain area.
As shown in Fig. 5.13, the average defect area ad does converge to a consistent
value for large enough Γ∗ . However, this does not happen until Γ∗ > 100, which
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Figure 5.13: Average defect area ad given by the defect analysis of the SH
simulation data. Triangles: Γ∗ = 300. Diamonds: Γ∗ = 225. Squares: Γ∗ = 150.
Pluses: Γ∗ = 112.5. Circles: Γ∗ = 75. Crosses: Γ∗ = 58.6. Solid lines: Fits of a
power law ad ∝ ε−νd to the data.
is beyond the range accessible with the present experiment. This behavior is in
contrast to that for the average domain area aD as shown in Fig. 5.14. In the
case of the domains, aD did not reach a consistent value as Γ∗ was increased.
The largest observed value of νD was about 0.69, so it may be the case that at
Γ∗ > 300, aD will converge on a consistent value and νD will reach the prediction
of 3/4. However, the results for νd and νD are summarized in Fig. 5.15, and it
is not clear that νD has converged on a single value at large Γ∗ although it is
plausible that it will converge on 3/4 as predicted. For the defects, it appears
that νd will converge at around 0.5. We do not necessarily expect a value of
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Figure 5.14: Average domain area aD given by the domain analysis of the SH
simulation data. Triangles: Γ∗ = 300. Stars: Γ∗ = 262.5. Diamonds: Γ∗ = 225.
Squares: Γ∗ = 150. Pluses: Γ∗ = 112.5. Circles: Γ∗ = 75. Crosses: Γ∗ = 58.6.
Solid lines: Fits of a power law aD ∝ ε−νD to the data.
3/4 here, since the model [60] is of domains not defects. This result for νd also
seems to be in agreement with the value reported for simulations of the Boussinesq
equations [56], although that work used a considerably smaller Γ∗ .
As shown in Figs. 5.16 and 5.17, we found that the number of defects Nd
and domains ND was nearly extensive in the sense that if we plotted Nd /Γ∗ 2 or
ND /Γ∗ 2 , the data for different Γ∗ roughly collapsed as a function of ε, at least to
the same order of magnitude. Simply trying to scale against Γ∗ 2 is not exactly
correct because the value of the true system size was complicated by the way
we ignored cutoff blobs as described in Sect. 3.6.2. However, we did not find a
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Figure 5.15: Effective exponents for blob area shown in Figs. 5.13 and 5.14.
Solid circles: νd . Open circles: νD .
qualitative difference when dividing by the true system size. We also note that
both Nd and ND increased with ε. Instead of further pursuing a scaling of Nd or
ND with Γ∗ 2 , we prefer to look at the defect density ρd and domain density ρD .
The densities ρd and ρD are shown in Figs. 5.18 and 5.19. As either ε or Γ∗
were increased, the pattern became more dominated by domains. This may help
explain why we were unable to find consistent values for aD or νD . The pattern
became hugely populated with domains, possibly preventing us from observing
very many entire domains that were not cutoff at the edge of an image. We note
that ρd decreased with ε even though Nd increased and ad decreased, indicating
that the defects did not become more plentiful as quickly as they shrank in size.
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Figure 5.16: Defect number roughly collapsed by plotting Nd /Γ∗ 2 given by the
defect analysis of the SH simulation data. Triangles: Γ∗ = 300. Diamonds:
Γ∗ = 225. Squares: Γ∗ = 150. Pluses: Γ∗ = 112.5. Circles: Γ∗ = 75. Crosses:
Γ∗ = 58.6.
In contrast for domains, ND increased while aD decreased such that ρD increased
with ε.
We also located the major and minor axes of the defects and domains using
the techniques described in Sect. 3.6.2. Unfortunately the lengths of these axes
were severely affected by the finite image size. Fig. 5.20 shows the length Sd of
the defect major-axis averaged over all axes at a given ε step. A fit of the power
law Sd ∝ ε−νSd to the data yielded νSd ≃ 0.25 for Γ∗ = 300. This is not too
far from the value of 0.36 given by Ref. [56] for a Boussinesq simulation. We also
determined νSd from the experimental data, which yielded a value of about 0.25 as
indicated by Fig. 6.16. However, comparing these results must be done cautiously
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Figure 5.17: Domain number roughly collapsed by plotting ND /Γ∗ 2 given by
the domain analysis of the SH simulation data. Triangles: Γ∗ = 300. Diamonds:
Γ∗ = 225. Squares: Γ∗ = 150. Pluses: Γ∗ = 112.5. Circles: Γ∗ = 75. Crosses:
Γ∗ = 58.6.
because they were all determined with different Γ∗ even though Fig. 5.20 indicates
a clearly strong Γ∗ dependence.
Finally, we considered the dot-product like quantity D in Eq. 3.41 as a measure
for how the domain shape corresponded to the orientation of the rolls in the
domain. We found that the wave-director of the rolls tends to be roughly parallel
to the major axis of the domain. The value of D was consistently about 0.73
regardless of ε or Γ∗ . This corresponds to an angle of about 22◦ . Figure 5.21 shows
that D is independent of the parameters. There was also excellent agreement for
D between these results obtained from the SH simulation and the results obtained
from the experimental data as shown in Fig. 6.17.
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Figure 5.18: Defect density ρd given by the defect analysis of the SH simulation
data. Triangles: Γ∗ = 300. Diamonds: Γ∗ = 225. Squares: Γ∗ = 150. Pluses:
Γ∗ = 112.5. Circles: Γ∗ = 75. Crosses: Γ∗ = 58.6.

0.9
0.8

ρD

0.7
0.6
0.5
0.4

0.02

0.03

ε

0.04

0.05

Figure 5.19: Domain density ρD given by the domain analysis of the SH simulation data. Triangles: Γ∗ = 300. Diamonds: Γ∗ = 225. Squares: Γ∗ = 150. Pluses:
Γ∗ = 112.5. Circles: Γ∗ = 75. Crosses: Γ∗ = 58.6.

174

Chapter 5. Effect of Finite Image Size

4.0

Sd

3.5

3.0

0.02

0.03
ε

0.04

0.05

Figure 5.20: Average defect major axis length Sd given by the defect analysis
of the SH simulation data. Triangles: Γ∗ = 300. Diamonds: Γ∗ = 225. Squares:
Γ∗ = 150. Pluses: Γ∗ = 112.5. Circles: Γ∗ = 75. Crosses: Γ∗ = 58.6. Solid lines:
Fits of a power law Sd ∝ ε−νSd to the data.
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Figure 5.21: D given by the domain analysis of the SH simulation data. Triangles: Γ∗ = 300. Diamonds: Γ∗ = 225. Squares: Γ∗ = 150. Pluses: Γ∗ = 112.5.
Circles: Γ∗ = 75. Crosses: Γ∗ = 58.6.
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Local Wave-director Analysis of
Experimental Patterns
We used the local wave-director field to extract correlation functions and information about domains and defects from the experimental pattern-images. From
the θ correlations, we extracted a length scale ξθ which turned out to possess
a periodic time component which was related to the switching frequency of the
domains. Additionally we found that the area of defects ad contained this same
periodic component, but the area of domains aD did not. We made several comparisons between the results from the SH simulation and the experiment. Generally
there was good agreement at the largest Γ∗ accessible in each case, although the
actual values of Γ∗ were different, implying that the finite image size may play
a more important role in either simulation or experiment. Notably however, we
found that the quantity D agreed extremely well between simulation and experiment at all Γ∗ and ε that were investigated.

176

Chapter 6. Local Wave-director Analysis of Experimental Patterns

C(δr)

100

10–1
0

5

10
δr

15

20

Figure 6.1: Time-averaged C (δr) for Ω = 17.7 and Γ = 61.5. Solid and dotted
lines: determined by processing a 60d × 60d cutout from the center of the sample.
Dashed and dashed-dotted lines: determined by processing a 44d × 44d cutout
from the center of the sample. Solid and dashed lines: ε = 0.05. Dotted and
dashed-dotted lines: ε = 0.009.

6.1

Results from the Auto-correlation of the Local θ Field

In order to analyze the local wave-director results from the experimental patterns, we followed the same procedure that was used on the patterns from the SH
simulation, as discussed in Sect. 5.4. Briefly, we extracted a length scale ξθ from
the width of the azimuthally-averaged auto-correlation function C (δr) of the local
θ field. Some examples of C (δr) are shown in Fig. 6.1. Unlike the result from the
SH simulation shown in Fig. 5.10, the C (δr) data from experimental patterns did
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Figure 6.2: Values of ξθ for Ω = 17.7 and Γ = 61.5 extracted from C (δr)
at various ε like those shown in Fig. 6.1. Circles: determined by processing a
60d×60d cutout from the center of the sample. Squares: determined by processing
a 44d × 44d cutout from the center of the sample. Solid lines: fits of ξθ ∝ ε−νθ to
the data. Circles yielded νθ = 0.41 and squares yielded νθ = 0.25.
not seem to closely follow an exponential form at small δr. Nevertheless, we still
extracted a length scale ξθ by determining the width at half the maximum.
We also found a stronger effect from the image size on ξθ with the experimental
data as indicated by Fig. 6.2. For the Γ∗ = 60 image size, we found νθ = 0.41
by fitting ξθ ∝ ε−νθ to the data, but for the same data with a Γ∗ = 44 image
size we found νθ = 0.25. This is a significantly larger effect on νθ than we would
have expected by looking at the difference between the Γ∗ = 60 and Γ∗ = 44
results in the SH simulation as shown in Fig. 5.12. The smaller domain size in
the experiment than in the SH simulation, due to the centrifugal force in the
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experiment as discussed in Chap. 8, might be responsible for the different Γ∗
effect because more domains are contained in a given Γ∗ sized cutout from the
experimental patterns than from the simulation patterns.
The physical sample size Γ also affected the results. Although not shown, we
found that we were unable to determine ξθ from the Γ = 36 sample without the
result containing wild fluctuations and nonsensical values for νθ . As a result, for
the most part we will neglect to report detailed results for that sample here. A
possible cause for this problem may be the very small image size, since we found
a stronger effect of image size in the experiment than in the simulation, and the
Γ = 36 sample is limited to only Γ∗ = 44 due to its small size.
We were also able to extract a frequency f from the time series of ξ˜θ , the
time-series of widths determined from C (δr) computed from consecutive pattern
images, because we observed that ξ˜θ not only fluctuated over time, but also exhibited a periodic time-component. This time dependence was also present in
the time-series from the SH simulation, however, it was only visible when using a
smaller time step in the SH simulation than was used elsewhere in this work due
to insufficient sampling in time for discerning a frequency. We used an interval of
50 time steps per image for the results shown in Figs. 6.5, 6.6, and 6.8.
As a point of clarification, we emphasize that ξθ is the width determined from
a single C (δr) obtained by averaging all C (δr) at a given ε step. In contrast, ξ˜θ is
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Figure 6.3: Time series of ξ˜θ determined from consecutive shadowgraph patterns
from experiment for Ω = 17.7, ε = 0.05, and Γ = 61.5. Dashed lines are separated along time t at a period 1/f , corresponding to the domain switching period
determined from the peak in the spectrum shown in red in Fig. 6.7.
the time-series of widths determined from consecutive C (δr), each from a single
pattern image. An example of the time series for ξ˜θ from experiment is shown
in Fig. 6.3. We observed that ξ˜θ fluctuated over a rather large range, sometimes
several times larger than indicated by the short-time segment shown in Fig. 6.3.
Although there was quite a bit of fluctuation in ξ˜θ , there was still a periodic
component as indicated by the dashed lines which are drawn at an interval corresponding to a characteristic period determined from the Fourier power spectrum
shown in Fig. 6.7.
The large fluctuations in ξ˜θ are illustrated by the pattern examples shown in
Fig. 6.4. We observed both very disordered and remarkably organized patterns
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Figure 6.4: Examples of a 60d × 60d cutout from the pattern image from experiment for Ω = 17.7 and Γ = 61.5. Upper: ε = 0.017. Lower: ε = 0.10. Left: large
ξ˜θ . Right: small ξ˜θ .
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Figure 6.5: Time series of ξ˜θ from the SH simulation for ε̃ = 0.1. Dashed lines
are separated along time t at a period 1/f , corresponding to the domain switching
period determined from the peak in the spectrum shown in Fig. 6.8.
over a broad range of ε, as indicated by the fact that the range of ξ˜θ overlapped
considerably for these different ε. As indicated by comparing Fig. 6.4b with
Fig. 6.4c, especially at small ε the system exhibited a pattern containing much
more disorder than more organized patterns at large ε. Sometimes the pattern
would organize by chance into a very large domain as shown in Fig. 6.4a. We
emphasize that this picture is a snapshot from the middle of a very long timeseries, in which there were some patterns observed earlier and later that resembled
the very disordered pattern shown in Fig. 6.4b. Thus, it is not a transient or
steady-state pattern.

182

Chapter 6. Local Wave-director Analysis of Experimental Patterns

Figure 6.6: Examples of a Γ∗ = 150 cutout from the SH simulation data with
ε̃ = 0.1. Upper: large ξ˜θ . Lower: small ξ˜θ .
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Figure 6.7: Spectrum of ξ˜θ time series from experiment for Ω = 17.7. Black:
ε = 0.017. Red: ε = 0.05. Blue: ε = 0.10.
Qualitatively we found similar behavior for ξ˜θ in the SH simulation data. As
indicated by Fig. 6.5, the value of ξ˜θ fluctuated in time and contained a periodic
component. Just like in the experiment, the pattern in the simulation could
exhibit both a relatively ordered and a relatively disordered state at the same ε̃.
Some snapshots of these fluctuations are shown in Fig. 6.6.
We determined the Fourier power spectrum for the time series of ξ˜θ . There was
clearly a dominant peak in each of the spectra as shown in Fig. 6.7, which are from
the experiment. We also observed a peak in the power spectrum of the ξ˜θ time
series in the SH simulation data, as shown in Fig. 6.8. These peaks correspond to
a periodic variation in the average length-scale of the domains. Presumably this
variation is caused by the KL switching events, thus the characteristic frequency
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Figure 6.8: Spectrum of ξ˜θ time series from the SH simulation from a longer
time series of the data shown in Fig. 6.5.
corresponds to the domain switching frequency as was previously measured via
time-angle correlations [34, 36]. In order to verify this, we compared the ε dependence of f that we extracted using ξ˜θ , to the quantity ωa reported by Ref. [36] to
be proportional to the switching frequency. This comparison is shown in Fig. 6.9
for parameters in the experiment from the present work and in Ref. [36] that are
nearly identical. Although the f values from the present work do not land directly
on top of the ωa data from Ref. [36], they both have the same ε dependence, giving
an exponent of µ ≃ 0.5 for the power law f ∝ εµ , significantly different from the
prediction of µ = 1 from the domain chaos model. The solid line shown in Fig. 6.9
is not really a fit, but an attempt to draw a power law through the data by eye
using the exponent µ ≃ 0.52 reported by Ref. [36]. We expected ωa to differ from
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Figure 6.9: Switching frequency determined with different techniques. Circles:
present work with Ω = 16.25 and Γ = 36, determined from many spectra like
those shown in Fig. 6.7 of the time-series of ξ˜θ . Plusses: ωa from the plusses in
Fig. 13 of Ref. [36] at Ω = 16.5 and Γ = 40. Crosses: same as plusses but divided
by 2π/3. Solid line: f = 0.15ε0.52 .
the domain switching frequency by at least a factor of the switching angle, which
was shown to be coincidentally the same as the KL angle, for infinite Pr, of about
58◦ [36]. Dividing ωa by 2π/3 collapses it onto our present frequency measurements determined from the spectra of ξ˜θ . We are not sure why this particular
factor appeared, but we note that it is roughly the supplement to the switching
angle.
As a test of the Γ dependence of the switching frequency, we compared f
determined from both the Γ = 36 and Γ = 61.5 samples at Ω = 17.7 as shown in
Fig. 6.10. Although the ε dependence of f changed only a little with different Γ,
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Figure 6.10: Switching frequency determined from the spectra of the time series
of ξ˜θ with Ω = 17.7, but with different Γ and both determined from a cutout of
size 44d × 44d from the center of the sample. Circles: Γ = 61.5. Squares: Γ = 36.
Solid line: f = 0.17ε0.65 . Dashed line: f = 0.26ε0.59 .
the actual values of f failed to land on top of each other. This result qualitatively
agrees with that reported in Ref. [36] as indicated by comparing Figs. 13 and 14 of
that work, which show different values of ωa , for similar Ω and ε, but with Γ = 40
and Γ = 23. We emphasize that this difference is not an artifact of the analysis
in the sense that it is not caused by the choice of image cutout size Γ∗ . Although
not shown in the figure, we in fact found that analyzing the Γ = 61.5 system using
an image size cutout of 60d × 60d yielded data that landed directly on top of the
circles in Fig. 6.10. In the present work and in Ref. [36], the frequency shifted
up with decreasing Γ. It is likely that this shift with Γ is caused by the effect
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of the centrifugal force, which has been shown to not only affect the value of the
frequency, but also affect the scaling exponent µ [4].

6.2

Results from Defects and Domains

We studied the defects and domains in the experimental patterns using a similar approach to the one used on the SH simulation data as discussed in Sect. 5.5.
Unfortunately, in the case of the simulation we found that the finite image size
had a huge effect on the results from the defect and domain detection, especially
at the small image sizes available to the experiment. We report our results for
many quantities here, and even note the agreement between the SH simulation and
the experiment. However, we emphasize that without either significantly larger
image sizes in the experiment or great improvement in the detection algorithms,
these results cannot be considered definitive, although in some cases they are quite
intriguing.
The area of defects ad and domains aD averaged over all defects and domains
at a given ε step is shown in Fig. 6.11. In the case of domains, we found aD to be
nearly independent of ε. This is likely due to the small image size available to the
experiment because, for comparable image sizes in the simulation as indicated by
Fig. 5.14, we also found aD roughly independent of ε. However, at much larger
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Figure 6.11: Defect and domain areas averaged over all blobs at a given ε step
for Ω = 17.7 and Γ = 61.5 from a 60d × 60d cutout from the center of the sample.
Open diamonds: average defect area ad . Solid diamonds: average domain area
aD . Solid lines: fits of power laws where ad ∝ ε−νd with νd = 0.41 and aD ∝ ε−νD
with νD = 0.09.
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Figure 6.12: Defect and domain density for Ω = 17.7 and Γ = 61.5 from a
60d × 60d cutout from the center of the sample. Open circles: ρd . Solid circles:
ρD .
sizes in the simulation this was not the case since we found that aD ∝ ε−νD with
νD possibly approaching 3/4, as predicted by theory, at large Γ∗ .
The defect area ad in the experimental patterns yielded an ε dependence that
roughly agreed with the simulation. As indicated by Fig. 5.15, the exponent νd
from fitting a power law ad ∝ ε−νd to the defect area seems to be approaching
νd = 0.5 in the case of the simulation. The experiment yielded a value of νd = 0.41,
which is about twice as large as the simulation found for a similar Γ∗ , but is near
to the large Γ∗ value of νd → 0.5. It is also quite close to the value νd = 0.51
reported by Ref. [56] in the case of Boussinesq simulations.
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Figure 6.13: Average number of defects and domains per image for Ω = 17.7
and Γ = 61.5 from a 60d × 60d cutout from the center of the sample. Open circles:
Nd . Solid circles: ND .
Figure 6.12 shows the defect density ρd and domain density ρD . As ε increased,
the domains dominated the pattern as in the SH simulation. The actual values
of ρd and ρD roughly agreed with the values obtained from the simulation with
Γ∗ = 300, although in the experiment Γ∗ = 60. We note that, although ρd
decreased as ε increased, this was due to the decreasing size of the defects ad ,
rather than the presence of fewer defects.
In fact, the average number of defects per image Nd grew as ε increased as
indicated by Fig. 6.13. This behavior is qualitatively the same as that found in
the SH simulation. Likewise, as in the simulation the average number of domains
per image ND grew with ε. We note that we would expect Nd and ND to be
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Figure 6.14: Time series of ξ˜θ , ãd , and ãD for Ω = 17.7, ε = 0.05, and Γ = 61.5.
Dashed lines are separated along t by a time 1/f , corresponding to the domain
switching period determined from the peak in the spectrum shown in red in Fig. 6.7
Red: ξ˜θ . Black: ãd . Blue: ãD .
extensive quantities. In the case of the simulation, we found that Nd and ND for
different Γ∗ roughly collapsed when divided by the appropriate value of Γ∗ , as
shown in Figs. 5.16 and 5.17.
As was the case for the ξ˜θ time-series shown in Fig. 6.3, we also observed a time
dependence of the defect area ãd and domain area ãD time-series determined by
averaging over all the defects and domains for each consecutive image. An example
of a segment of such a time-series is shown in Fig. 6.14. We note that both ãd
and ãD fluctuate over time, however ãd seems to have a periodic component like
ξ˜θ does, while ãD seems to fluctuate with no particular period.
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Figure 6.15: Spectrum of longer time series like the ones shown in Fig. 6.14 for
Ω = 17.7 and ε = 0.05. Red: determined from ξ˜θ . Black: determined from ãd .
Blue: determined from ãD .
The Fourier spectrum of the ãd and ãD time series confirms that this is the case.
The defect area contains a time periodic component that is in agreement with the
domain switching frequency, while the domain area seems to possess no dominant
frequency component. We believe that this is indicative of the mechanism for
domain switching. During a switching event, defects form in the interior of the
domain and grow in area. The defects are diminished after the switch, so the
average defect area decreases. Such an event is illustrated in Fig. 1.2. It may
be the case that the domain area is more stable during the course of a switching
event, at least when we look at an ensemble average, and that may explain why ãD
did not exhibit a periodic component. Alternatively, the value of Γ∗ may be too
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Figure 6.16: Major and minor axis lengths for Ω = 17.7 and Γ = 61.5 determined
from a 60d × 60d cutout from the center of the sample. Solid symbols: domains.
Open symbols: defects. Squares: major axis. Circles: minor axis. Solid line: fit
of power law yielding Sd ∝ ε−0.25
small, in the case of the experimental pattern, in order to observe the switching
frequency by examining ãD .
We also determined the major and minor axis lengths for the defects and
domains. Given the strong Γ∗ dependence of these length scales, we will not
dwell on the results. However, we do note that the ε dependence of the average
major axis length of defects, Sd , roughly agreed with the large Γ∗ result in the
simulation. Admittedly, this result is not what we would have expected based on
the results from the simulation at comparable Γ∗ in the experiment. However, this
is analogous to the agreement between the experiment and simulation for νd in the
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Figure 6.17: ε dependence of D for the Γ = 61.5 sample and several Ω values
determined from a 60d × 60d cutout from the center of the sample. Plusses:
Ω = 15. Circles: Ω = 16.25. Squares: Ω = 17.7. Triangles: Ω = 19.5. Diamonds:
Ω = 21.7.
case of the defect area ad . In the case of Sd we found a power law dependence with
an exponent of about 0.25. Figure 6.16 shows average results for the defect major
axis length Sd , the defect minor axis length sd , the domain major axis length SD ,
and the domain minor axis length sD .
The values for the dot-product like quantity D, which measures the angle
between the major axis of the domain and the wave-director, agreed remarkably
well between the SH simulation and the experiment. As discussed in Sect. 5.5, we
found that D was independent of both ε and Γ∗ . Independence from Γ∗ is welcome,
especially considering the image-size difficulty with accurately determining other
quantities from defect and domain detection. In the experiment we found values
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Figure 6.18: An example of a domain detected by the software from a 26d × 26d
cutout from a pattern image with Ω = 17.7, ε = 0.05, and Γ = 61.5. Blue line:
major axis. Red line: minor axis. Black line with white arrowheads: average
wave-director for all pixels in the domain. Black outline: perimeter of domain.
Color: θ field using the palette shown in Fig. 3.15.
0.7 . D . 0.8 which correspond to an angle of about 20◦ between the major axis
and wave-director of the domain. We also found that D decreased slightly with
increasing ε. As an illustration of the domain shape, Fig. 6.18 shows a picture
of a domain detected by the software, with the major and minor axes and the
wave-director drawn on top.
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Experimental Data for Resolution
of the Domain Chaos Puzzle
As explained earlier, the finite size of the image has a crucial effect on the determination of ξ and B, and especially on the scaling exponents ν and β. In order
to overcome the difficulties, we have implemented the MEM, which is much less
sensitive to a finite data length than the FT method. In following chapter, I will
present results from SF measurements on the experimental data, both for the FT
and the MEM. We found that, while the FT gave results for ν in agreement with
the previous experiment [34, 36], the MEM gave results that were in agreement
with the prediction from the domain-chaos model equations [60]. Furthermore,
we found that a collapse of the experimental SF, as discussed in Sect. 4.4 for
the analytical test forms in Eqns. 4.1-4.4, provided both excellent collapse and
agreement with the SH SF form in Eq. 4.1.
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7.1

Data for ξ, B, ν, and β

We determined ξ by fitting each of the functions in Eqs. 4.1-4.4, multiplied by
the shadowgraph transfer function from Refs. [7, 59], to the data near the peak of
the SF. Typically we used a range k0 ± 3/ξ where the initial guess of ξ and k0 for
the fitting range was estimated by Eq. 4.16 using the zeroth numerical moment,
peak value, and peak position. The fit was not very sensitive to the range of k
provided that the range included a sufficient number of points. Figure 7.1 shows
that for the FT method, all of the functions provide a good fit near the half
height, where ξ is determined, and near the peak where the fits give the value of
B. Figure 7.2 shows similarly good fitting results for the SF estimated with the
MEM.
Figure 7.3 shows the effect of the fitting function on the dependence of ξ on ε
for Ω = 17.7. Although each of the fitting functions gave slightly different values
for ξ, all of them gave nearly the same value for ν, with ν ≃ 0.25 from the FT
method and ν ≃ 0.5 from the MEM. This suggests that the function fitting is a
robust method for measuring ξ because knowledge of the exact functional form
of the SF is not required to yield a consistent measurement for ξ. In spite of this
consistency for ν, we concluded that some fitting functions are better than others
as will be seen below.
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Figure 7.1: Fits of Eqns. 4.1-4.4 to the experimental SF computed with the
FT for Ω = 17.7 and ε = 0.05. Solid line: fit of SH SF Eq. 4.1. Dashed line:
fit of squared SH SF Eq. 4.2. Dashed-dotted line: fit of Gaussian SF Eq. 4.3.
Dotted line: fit of Lorentzian SF Eq. 4.4. All fitting functions are multiplied by
the shadowgraph transfer function.
The results from the MEM are in much better agreement, than the results from
the FT method, with the prediction ν = 1/2 from the GL model. This difference
is even more dramatic when considering a smaller-sized cutout region from the
data. Figure 7.4 shows ξ for two different Γ, where the analysis has been applied
to a central region of identical size in either case. Although in the case of Γ = 61.5
the data shown in Fig. 7.4 is from the same raw data as shown in Fig. 7.3, the FT
method gives a somewhat smaller value of ν because of the reduced image size
of the smaller cutout region. The MEM also suffers some minor decrease in the
value of ν, as this cutout size corresponds to the smallest Γ∗ data point in Fig. 5.6.
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Figure 7.2: Fits of Eqns. 4.1-4.4 to the experimental SF computed with the
MEM for Ω = 17.7 and ε = 0.05. Top figure: linear-linear plot. Bottom figure:
log-linear plot. Solid line: fit of SH SF Eq. 4.1. Dashed line: fit of squared SH
SF Eq. 4.2. Dashed-dotted line: fit of Gaussian SF Eq. 4.3. Dotted line: fit of
Lorentzian SF Eq. 4.4. All fitting functions are multiplied by the shadowgraph
transfer function.
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Figure 7.3: Measurements of ξ by fitting Eqns. 4.1-4.4 to the experimental SF
for Ω = 17.7. Open symbols: SF was computed using a Kaiser-Bessel window
with α = 2.5. Solid symbols: SF was computed with the MEM. Dashed line:
ε−1/4 . Solid line: ε−1/2 . Circles: ξ from fitting of SH SF. Squares: ξ from fitting
of squared SH SF. Diamonds: ξ from fitting of Gaussian SF. Triangles: ξ from
fitting of Lorentzian SF.
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Figure 7.4: Comparison of ξ for Ω = 17.7 and both Γ = 36 and Γ = 61.5,
measured with SFs computed from 44d × 44d square cutouts using both the MEM
and the FT method. Squares: Γ = 36. Circles: Γ = 61.5. Open symbols: FT.
Solid symbols: MEM. For Γ = 36 the fitting range was 0.018 ≤ ε ≤ 0.11, MEM:
ν = 0.57, FT: ν = 0.17. For Γ = 61.5 the fitting range was 0.017 ≤ ε ≤ 0.10,
MEM: ν = 0.45, FT: ν = 0.15.
Although only barely noticeable in the FT result, the MEM clearly shows that ξ
is larger in the case of Γ = 36 as compared to Γ = 61.5. A likely explanation is
the increased influence of the centrifugal force in the larger sample. The presence
of the centrifugal force has been shown to decrease the domain size as discussed
in Chap. 8 [4].
The diminishing slope at very small ε shown in Figs. 7.3 and 7.4 may be
indicative of a physical finite-size effect [17] due to the lateral boundary of the
experimental samples. However, over the range of fitting shown in Fig. 7.4, no
such effect is observed. As a comparison with the result in Fig. 3 of Ref. [17],
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Figure 7.5: ε−1/2 scaled against ξ and Γ for Ω = 17.7 and both Γ = 36 and
Γ = 61.5, measured with SFs computed from 44d × 44d square cutouts using the
MEM. Squares: Γ = 36. Circles: Γ = 61.5. The data is the same as in Fig. 7.4
and is shown over the range of the fits in that figure.
Fig. 7.5 shows a plot of ε−1/2 scaled with ξ against ε−1/2 scaled with Γ. The
data is roughly constant over the range of ε indicating agreement with the GL
prediction for ν. Unfortunately the data from two different Γ do not collapse onto
a single curve as in Ref. [17]. This may be due to the effect of the centrifugal force,
which was neglected in that work, but is unavoidable in the present experiment.
Although, in the case of the FT method, the scaling exponent ν did not agree
with the GL model, the scaling of the total power agreed for both the FT method
and the MEM. Figure 7.6 shows the total power for Ω = 17.7 measured by several
methods. The zeroth numerical moment of the data did not perfectly agree with
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Figure 7.6: Total power for Ω = 17.7 from SFs computed with both the FT
method and the MEM and given by various methods. Solid line: ε1 . Open
symbols: from the FT method. Solid symbols: from the MEM. Diamonds: power
from zeroth numerical moment of the SF data integrated over k0 − 3/ξ ≤ k ≤ k0 +
3/ξ. Circles: power given by Eq. 4.14 using the parameters acquired from fitting
the SH SF to the data. Squares: power given by Eq. 4.38 using the parameters
acquired from fitting the squared SH SF to the data.
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the total power computed from Eq. 4.14 or Eq. 4.38 but it was close. In the case
of those equations, the fit parameters B, k0 , and ξ (or ξs for the squared SH) were
used to calculate P . Since Eqs. 4.14 and 4.38 represent the total power over the
range 0 < k < ∞ and the zeroth numerical moment was necessarily computed
over a finite range k0 − 3/ξ ≤ k ≤ k0 + 3/ξ, the slight discrepancy in total power
is not surprising. A numerical integration of Eqs. 4.1 and 4.2 over a finite k range
yielded a total power closer to the numerical moment result, however, that result
is absent from Fig. 7.6 because it is too close to the other data points to be easily
distinguishable. In spite of this minor discrepancy, all three measurements of the
total power are proportional to ε as expected.
Since, in the case of the FT method, the dependence of ξ on ε differed from
the GL prediction of ε−1/2 , it is important to also investigate the dependence of
B on ε. As shown in Fig. 7.6, the combination of B and ξ according to Eqs. 4.16
and 4.39 yielded a total power that depended on ε in the predicted way for both
the FT method and the MEM.
Figure 7.7 shows the result for B measured by fitting the SH SF to the experimental SF at all Ω values. The slight variation of the values of β (slopes of
the lines in the figure) did not depend systematically on Ω and most likely it is
due to experimental error. The power-law fits shown in the figure were over the
same range as was used to determine ν in Fig. 7.8. One sees that B alone did not
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Figure 7.7: B determined by fitting the FT experimental SF to the SH function.
Solid lines: power law fits to the data to measure β. Pluses: Ω = 15. Circles:
Ω = 16.25. Squares: Ω = 17.7. Triangles: Ω = 19.5. Diamonds: Ω = 21.7.
depend on ε1/2 as expected; instead B ∼ εβ with, averaging over the results from
all Ω, β ≃ 0.73 while the Ω-averaged ν ≃ 0.25. In other words, in the case of the
FT method, B and ξ conspired to produce the expected P ∼ εν+β with ν + β ≃ 1.
Figures 7.9 and 7.10 show the analogous results from the MEM. The MEM
yielded much more steeply sloped ξ vs. ε curves as indicated by Fig. 7.10. The
resulting ν was in much better agreement with the GL model prediction. Likewise,
β was much closer to 1/2 than for the FT method. Averaged over Ω, ν ≃ 0.46 and
β ≃ 0.63 from the MEM. Figure 7.11 summarizes the behavior of the exponents for
both the MEM and the FT method as a function of Ω. The MEM clearly gave the
closest result in agreement with the prediction ν = 1/2 and also β = 1/2. However,
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Figure 7.8: ξ determined by fitting the FT experimental SF to the SH function.
Solid lines: power-law fits to the data to determine ν. Pluses: Ω = 15. Circles:
Ω = 16.25. Squares: Ω = 17.7. Triangles: Ω = 19.5. Diamonds: Ω = 21.7.
the FT method yielded the best agreement with the prediction ν +β = 1, with the
MEM not much further off. Considering the results of Sect. 5.3, the MEM is more
reliable. Thus we conclude that the experimental length scale is in agreement
with the prediction from the GL model.

7.2

Scaling of δS (k) for Experimental Data and
Analytic Functions

As discussed in Sect. 4.4, we more deeply probed the scaling by re-scaling the
SFs at different ε in an attempt to collapse them all onto a single curve. Recall
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Figure 7.9: B determined by fitting the MEM experimental SF to the SH function. Solid lines: power-law fits to the data to determine β. Pluses: Ω = 15.
Circles: Ω = 16.25. Squares: Ω = 17.7. Triangles: Ω = 19.5. Diamonds:
Ω = 21.7.
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Figure 7.10: ξ determined by fitting the MEM experimental SF to the SH
function. Solid lines: power-law fits to the data to determine ν. Pluses: Ω = 15.
Circles: Ω = 16.25. Squares: Ω = 17.7. Triangles: Ω = 19.5. Diamonds:
Ω = 21.7.
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Figure 7.11: Exponents from data shown in Figs. 7.7-7.10. Open symbols:
from the FT method. Solid symbols: from the MEM. Circles: ν. Squares: β.
Diamonds: ν + β. Solid line: ν = β = 1/2 prediction from GL model. Dashed
line: ν + β = 1.
that we first integral normalized the SF and then re-scaled both the abscissa
and ordinate axes. In applying the normalization to the experimental data, we
evaluated the integral over the range k0 − 3/ξ ≤ k ≤ k0 + 3/ξ. This included
most of the total power present in the experimental data. Figure 7.12 shows
the MEM results for several ε values and demonstrates that normalization alone
is not sufficient to collapse the data onto a unique curve. We also applied the
transformations x ≡ (k − k0 ) ξ and S̃ (x) ≡ (k/ξ) S (x). As a comparison to the
experimental data collapse, the results of following this procedure in the case of
the SH SF, squared SH SF, and Gaussian SF are given in Sect. 4.4.
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Figure 7.12: The normalized SFs for Ω = 17.7 computed with the MEM. Open
circles: ε = 0.017. Solid circles: ε = 0.025. Open triangles: ε = 0.033. Solid
triangles: ε = 0.05. Open squares: ε = 0.08. Solid squares: ε = 0.10.
Figure 7.13 shows the re-scaled experimental SFs from the MEM on a linear
(top figure) and on a logarithmic (bottom figure) scale. Although not shown, we
found comparable results for both the normalized and rescaled SFs computed with
the FT method. The figure also includes the rescaled SH and squared SH SFs given
by Eqs. 4.45 and 4.46. We omit the Gaussian form in Eq. 4.47 in order to maximize
the clarity of the figure. It is the poorest empirical representation out of Eqs. 4.454.47, and the least physically justifiable. Note that the curves of Eqs. 4.45 and
4.46 are not fits to the experimental data; there are no free parameters for fitting.
None of them provide a particularly good scaled representation of the data near
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Figure 7.13: Scaled SFs for Ω = 17.7 computed with the MEM. Top figure:
linear-linear plot. Bottom figure: log-linear plot. The symbols are as in Fig. 7.12.
Dotted line: rescaled SH SF Eq. 4.45. Dashed line: rescaled squared SH SF
Eq. 4.46. Solid line: numerically rescaled SH SF using finite limits for its normalization. Dashed-dotted line: numerically rescaled squared SH SF using finite
limits for its normalization.
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the peak. The experimental results fall somewhere between the SH (dotted line)
and the squared SH (dashed line) form.
The disagreement between the scaled data and the scaled functions is primarily
due to the normalization of the experimental data, which is over a finite range
unlike the normalization in Eqs. 4.45 and 4.46 which is over all k. Also shown are
collapsed forms of Eqs. 4.1 and 4.2 computed numerically using the normalization
over the same finite range as in the experimental SFs. The numerically-computed
forms were evaluated at finite ε, instead of taking the limit of ξ → ∞, as was done
in the analytic cases of Eqs. 4.45-4.47. As a result, ξ and k0 remained as constants
in the collapsed forms. We used the values of ξ and k0 from the ε = 0.10 data
point. This choice barely affected the numerically collapsed curves because k0 ξ
was relatively large for all values of ε shown. These curves provide insight into
the agreement of the shape of Eqs. 4.1 and 4.2 with the experimental data. The
numerically computed SH SF agreed quite well with the collapsed experimental
data, while the squared SH SF did not.
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Chapter 8
Effect of the Centrifugal Force on
Domain Chaos
Recall that the theoretical models that describe domain chaos usually neglect
the centrifugal force, relying on the Coriolis force, which drives the Küppers-Lortz
instability, as the dominant effect brought by rotation. Even when the full Boussinesq equations of motion are considered, the centrifugal force often is evaluated
on the assumption that the density is constant throughout the sample [10]. In
that case it has no influence on the neutral curve and on the pattern that forms
above it. However, both from experiment and from numerical simulations of the
Boussinesq equations, we found that the centrifugal force does have a significant
influence on the quantitative features of domain chaos. This is so even for modest
Γ. For samples with Γ up to about 40 we observed patterns in the experiment
that were regarded as typical of domain chaos and similar to those found previously [5,9,34–36,64,65]. However, as observed before [36], the patterns contained
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Figure 8.1: Images of domain chaos in Rayleigh-Bénard convection with Γ = 36,
ε ≡ ∆T /∆Tc − 1 = 0.05, and Ω = 16.25. Left: the temperature profile at the
mid-plane from simulation of the Boussinesq equations with no centrifugal force.
Center: shadowgraph image from experiment. Right: the temperature profile at
the mid-plane from simulation of the Boussinesq equations including centrifugal
force.
domains that were significantly smaller than those of simulations of the Boussinesq equations. Figure 8.1 shows an example of experiment and theory side by
side.
This chapter contains several comparisons between results from experiment
and results from simulation of the Boussinesq equations that were made available via a collaboration with J.D. Scheel and M.C. Cross who carried out those
simulations. They found that inclusion of the centrifugal force in the Boussinesq
simulation produced a pattern that was similar to the experimental pattern, unlike
in the case where the centrifugal force was neglected. In that case, the domains
appeared too large and the defect structure did not resemble the experiment.
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Qualitatively the influence of the centrifugal force is readily understood. The
vertical density gradient, resulting from the imposed temperature difference, induces a radial large-scale circulation (LSC). The wave director of the RBC rolls
tends to align orthogonally to the LSC [12]. This tendency competes with the
Küppers-Lortz mechanism that tends to create disordered and fluctuating domains.
At Γ = 80 we found experimentally a hybrid state where the centrifugal force
was strong enough relative to the Coriolis force to qualitatively affect the pattern
as shown in Fig. 8.2. There the central section looked like domain chaos, but
the annular region along the perimeter was mostly made up of nearly-stationary
nearly-radial rolls. Defects glided azimuthally across the radial rolls. Although
Fig. 8.2 shows an image taken at Ω = 16.25, we observed a similar phenomenon
over the entire range 15 < Ω < 19 of accessible rotation rates that were substantially above Ωc . Simulations of the Boussinesq equations with Γ = 80 were
not feasible, however, inclusion of an enhanced centrifugal force in simulations for
Γ = 20 showed a similar radial roll structure near the sample boundary.
The outer region of the hybrid state had much in common with undulation
chaos [18–20] observed in inclined Rayleigh-Bénard convection. In the inclined
system there is a component of gravity in the plane of the sample. Undulation
chaos consists of defects gliding across straight rolls, with the roll axes aligned
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Figure 8.2: Hybrid state of domain chaos with radial rolls and defects along the
outer annulus. System parameters are Γ = 80, ε = 0.05, and Ω = 16.25. The
false color overlay is the θ component of the local wave-director field, following
the palette shown in Fig. 3.15.
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parallel to this in-plane component. Similarly, there is an alignment of the roll
axes in the rotating case that is nearly parallel to the (radial) centrifugal force,
with defects gliding azimuthally across the rolls. The resemblance between these
phenomena exists in spite of the fact that these forces possess a very different
character because the centrifugal force depends on radial position while gravity is
uniform throughout the sample.
In the remainder of this chapter we present several results of quantitative pattern analysis that characterize the extent of the influence of the centrifugal force
for 15 ≤ Ω ≤ 19. On the basis of this analysis we show for this parameter range
that the crossover from the Coriolis-force-dominated central region of domain
chaos to centrifugal-force-dominated near-radial rolls occurs near r = 35 (r is the
radial coordinate in the sample in units of d) when ε & 0.1, and at somewhat
smaller r for smaller ε. We conclude that previous samples had been too small to
observe the qualitative features of the hybrid state. Unfortunately we also have
to conclude that the experimental study of the Coriolis-force effect in compressed
gases, where large aspect ratios are attainable, will be severely contaminated by
centrifugal-force effects when Γ & 40.
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8.1

Simulation and Theoretical Considerations

In addition to the experiment, J.D. Scheel and M.C. Cross carried out simulations of the Boussinesq equations under various conditions [4]. Details of the
numerical code are described elsewhere [24, 56]. No-slip velocity boundary conditions and conducting lateral thermal boundary conditions were utilized and there
was a spatial resolution of 0.1 and a time resolution of 0.005. In most simulations
that included the centrifugal force, the centrifugal term was made larger than
would be physically realistic, in the present experimental fluid, in order to model
the effect of a larger Γ. Some results are shown in Fig. 8.3. The qualitative agreement between Fig. 8.2 and the right image of Fig. 8.3 is striking. Both exhibit
domain chaos at the center but a radial roll structure in an annulus near the side
wall.
Two different simulation configurations were used to compute the precession
frequency f . In one case, which included both the centrifugal and Coriolis force,
the parameters were Γ = 20, Pr = 0.93, Ω = 17.6, and the centrifugal term was
twice the physically realistic value in order to model a Γ that would be twice
as large. In the other case, where only the Coriolis force was included [56], the
parameters were Γ = 40, Pr = 0.93, and Ω = 17.6. We compare the results
of these simulations to the experimental results from Ref. [34], which also used

218

Chapter 8. Effect of the Centrifugal Force on Domain Chaos

Figure 8.3: Simulation of the Boussinesq equations with Γ = 20, Pr = 0.93,
Ω = 17.6, ε = 0.055, and an artificially large centrifugal force in order to model the
effect of an inaccessibly large Γ. Left: zero centrifugal force. Center: centrifugal
force is 4 times the physical value. Right: centrifugal force is 10 times the physical
value.
Γ = 40, Pr = 0.93, and Ω = 17.6. Simulations were also performed with the exact
parameters of the present Γ = 36 experimental sample for direct comparison.
Finally there were several additional cases for the Γ = 20 simulation using a
centrifugal term with various strengths.
Although previous theoretical work on domain chaos [9,11,13,15,17,29,40–42,
51, 52, 60] neglected the centrifugal force because the Froude number Fr ≡ ω 2r/g
(g is the acceleration of gravity) is small in typical experiments, other research
[28,31] indicated that the Froude number may not be the only relevant parameter.
Hart [28] provided a numerical estimation of the parameter regimes where the
centrifugal force is relevant. He made the approximation that Ω is large (& 500),
so we cannot directly use that estimate because the present Ω values are only
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about 20. We instead consider
A=

β̃PrΩΓz0
2u0ε1/2

(8.1)

(β̃ ≡ α∆Tc where α is the isobaric thermal expansion coefficient), which was
derived by J.D. Scheel and M.C. Cross. The parameter A is the small-ε approximation to the ratio of the magnitude of the maximum of the centrifugal term,
evaluated near the outer edge of the sample, to the magnitude of the Coriolis term
evaluated where it reaches a maximum in the horizontal direction, z = z0 . (Note
that the temperature of the conduction profile is equal to −z for our system). The
quantity A is an indicator of the transition from domain chaos to a hybrid state.
J.D. Scheel and M.C. Cross provided an approximate numerical value for u0 by
performing a linear stability analysis to get the functional form of the velocity
and by using the simulation to get the normalization. For the case of Γ = 40,
Pr = 0.93 and Ω = 17.6, they found u0 = 12.3 at z0 = 0.3. These values should
also approximately apply for our experimental parameters, which do not vary significantly from the parameters used to obtain the numerical values, except for Γ
whose dependence is explicit. For the Γ = 80 sample, A = 0.61 for ε = 0.05,
indicating that the centrifugal force is almost as influential as the Coriolis force,
but for the Γ = 36 sample and ε = 0.05, A = 0.12 indicating that the Coriolis
force dominates. Both samples have similar values of Ω and Pr, so it is not sur-
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prising that we observed a Γ-dependent transition to a hybrid state induced by
competition between the centrifugal force and the Coriolis force.
A direct comparison between experiment and simulation was made for Γ = 36
at ε = 0.05 both with and without the centrifugal force included. Figure 8.1 compares examples of the resulting pattern between simulation, with and without the
effect of centrifugal force, and experiment. As noted before [36], it was observed
that the domain size was too large when the centrifugal force was neglected, as
seen by comparing Figs. 8.1a and 8.1b. The domain size in patterns where the
centrifugal force was included, as shown in Fig. 8.1c, qualitatively matched the
experimentally observed shadowgraph image in Fig. 8.1b.
Recall that the experimental measurement of the domain switching frequency
f disagreed with the theoretical prediction f ∼ εµ with µ = 1, with the experimental result yielding µ ≃ 0.5. By comparing the result from Boussinesq
simulations with and without the centrifugal force included, J.D. Scheel and M.C.
Cross found that it is the centrifugal force that causes the shift in µ in the experiment. The scaling for f is shown in Fig. 8.4 for simulations both with and
without the centrifugal force. The simulations that neglected the centrifugal force
gave a scaling exponent µ = 1.15, in good agreement with the prediction of µ = 1
from amplitude equations [60] which also neglected the centrifugal force. There is
also good agreement between the experimental data and the results of the simu-
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Figure 8.4: Effect of the centrifugal force on the scaling of the precession frequency f with ε. All data are from samples with Pr = 0.93 and Ω = 17.6. Circles:
from simulations that include both the centrifugal force and the Coriolis force,
with Γ = 20 and a centrifugal term that is twice as large as it would be in the
experimental fluid. Diamonds: from simulations that include only the Coriolis
force, with Γ = 40. Squares: data from previous experiments, with Γ = 40 [34].
Solid lines: least-squares fits of f = Cεµ to the data.
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lation where both the centrifugal and Coriolis force were included. The numerical
simulation yielded a scaling exponent of µ = 0.62, very close to µ = 0.58 from the
experimental data shown in the figure.

8.2

Quantitative Analysis of the Experimentally
Observed Hybrid State

Aside from the dramatic effect on the pattern seen in Fig. 8.2, in the experiment
we also observed a downward shift by three or four percent of the critical Rayleigh
number Rc for the large sample. Previous work [28,31] showed that the centrifugal
force may either stabilize or destabilize the convective flow depending on the
parameter regime, although the range of parameters specifically corresponding to
the present case was not directly investigated. However it was suggested that for
small Ω the centrifugal force lowers Rc [28].
Although in principle we expected an imperfect bifurcation due to the centrifugal force, within experimental error we found that the total power of the pattern,
the mean-squared amplitude of the signal, exhibited a sharp transition from the
conduction state to the convection state. The total power is proportional to N −1
where N is the Nusselt number [14]. Through a quadratic fit of the power v.s.
∆T data, we extrapolated to the background value of the total power in order to
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Figure 8.5: Shifted critical Rayleigh number due to the centrifugal force. Solid
line: prediction from linear stability analysis. Circles: measured from the Γ = 61.5
sample. Squares: measured from the Γ = 80 sample.
measure ∆Tc , from which we calculated Rc from knowledge of the fluid properties.
We determined Rc in both a central circular region of half the sample radius and
in the outer annulus surrounding that region. The values for Rc in both regions
agreed within the statistical error of the data, with the biggest difference being a
bit less than 0.2%, i.e. an order of magnitude less that the down shift of Rc .
The linear stability analysis for this system was carried out [10] for a laterally
infinite system using the Coriolis force only and neglecting the centrifugal force.
For Γ = 61.5, our measured Rc agreed well with this analysis as is seen in Fig. 8.5.
Similarly good agreement had been found earlier for other smaller Γ [1,35,64,65].
This is interesting because we do observe other centrifugal effects for Γ = 61.5, as
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Figure 8.6: The variance field hθ2 i (x) for several system sizes from experiment
with ε = 0.05 and Ω = 16.25. Black corresponds to hθ2 i (x) = 2 and white
corresponds to hθ2 i (x) = 0. Left: Γ = 36. Middle: Γ = 61.5. Right: Γ = 80
discussed below. For Γ = 80 there was a clear downward shift of Rc , relative to
the theory and to experiments for smaller Γ, of roughly 3%. This trend with Γ
indicates that the disagreement with theory cannot be attributed to the finite size
of the experimental system because any finite-size effect on the onset should have
been reduced at larger Γ because the theory [10] assumes infinite Γ. Thus, the
presence of the shift suggests that for Γ = 80 the centrifugal force, which increases
with increasing Γ, has become strong enough to affect the onset.
We used the local wave-director field to further analyze the hybrid state. Figure 8.7 shows hθ2 i (r), the azimuthal average of the angular variance field given by
Eq. 3.39, for several system sizes. For the smallest experimental sample and for a
simulation with matching parameters, both with Γ = 36, the large variance across
the entire sample revealed the presence of domain chaos throughout. However,
as seen in Fig. 8.1, even in this case the centrifugal force has reduced the domain
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Figure 8.7: Azimuthal average hθ2 i (r) of the angular variance field (shown in
Fig. 8.6) for various system sizes from both experiment and simulation. All data
were taken with ε = 0.05 and Ω = 16.25. Solid line: experiment, Γ = 36. Dashed
line: experiment, Γ = 61.5. Dotted line: experiment, Γ = 80. Dashed-dotted line:
simulation including centrifugal force, Γ = 36.
size. Likewise, the central region of the largest sample, with Γ = 80, exhibited a
large variance. Domain chaos dominated near this central region, but along the
perimeter of the sample the variance was very small indicating coexistence with
a more nearly stationary pattern. The variance for both the Γ = 61.5 and Γ = 80
samples showed a clear crossover from domain chaos to radial rolls, however the
Γ = 61.5 sample did not fully transition out of domain chaos even at the edge of
the sample.
We also measured the size of the domain chaos region of the hybrid state by
finding the width b of hθ2 i (r) chosen such that hθ2 i (b) ≡ hθ2 i (0) /2. Figure 8.8
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Figure 8.8: Width b of hθ2 i (r) for Γ = 80 at various ε. Crosses: Ω = 15. Circles:
Ω = 16.25. Squares: Ω = 17.7. Pluses: Ω = 19.
shows the ε dependence of b. The behavior of A (see Eq. 8.1) at small ε agrees
with such ε dependence because of the factor ε1/2 in the denominator, associated
with the Coriolis force, which gives A ∼ ε−1/2 for small ε. The data in Fig. 8.8
indicate that, for the present sample parameters, the centrifugal force dominates
at small ε while the Coriolis force becomes more important at large ε, although
for large enough Γ neither are negligible.
We also used the azimuthal average D (r) of the dot product like quantity given
in Eq. 3.40 to study to the angle of the radial rolls along the annulus of the sample.
In the presence of the LSC induced by the centrifugal force, we expect the wave
director to line up nearly perpendicular to that flow [12]. Some deviation from this
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Figure 8.9: The time-averaged dot product D (r) (the azimuthal average of
D (x)) for the same data as shown in Fig. 8.7. All data were taken with ε = 0.05
and Ω = 16.25. Solid line: experiment, Γ = 36. Dashed line: experiment,
Γ = 61.5. Dotted line: experiment, Γ = 80. Dashed-dotted line: simulation
including centrifugal force, Γ = 36.
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Figure 8.10: Average minimum D (r) for Γ = 80 at various ε. Crosses: Ω = 15.
Circles: Ω = 16.25. Squares: Ω = 17.7. Pluses: Ω = 19.
might be expected due to the action of the Coriolis force on the Rayleigh-Bénard
rolls. The LSC itself would be expected to nearly align with the centrifugal force
and thus should be nearly orthogonal to the side wall. However, here also some
deviation from orthogonality to the walls would be expected due to the Coriolisforce influence. As expected, Fig. 8.9 shows that, as Γ increases, the wave director
along the edge of the sample indeed does become more nearly, but not perfectly,
perpendicular to the sidewall normal. For the largest Γ, D (r) reached a plateau
around -0.8, which corresponded to an angle of about 74◦ , somewhat shy of a
perpendicular angle.
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The angle also depended on ε as indicated by Fig. 8.10, which shows the
minimum value of D (r) for many curves similar to those shown in Fig. 8.9. To
reduce the effect of statistical fluctuation in the D (r) curves, the plateau in those
curves was averaged over a small radial length of roughly 5d to yield an average
minimum value for D (r), min [D (r)], at the given ε and Ω. As a function of
ε, min [D (r)] exhibited a minimum, between ε = 0.1 and ε = 0.3 depending on
Ω, which corresponded to the nearest realization of orthogonality between the
sidewall normal and the wave-director. For small ε the rolls started to turn in
and become nearer to concentric rings along the outer annulus. Such behavior
is indicative of the ε dependence of the relative strengths of the centrifugal and
Coriolis forces.
We also compared θ auto-correlation functions of the wave-director field between the experiment and simulation. In this case we used the unbiased form of
C (δr) because we were working at moderate ε and were not trying to determine
any ε dependence. The angular auto-correlation function magnifies the difference
between centrifugal force and lack of centrifugal force as shown in Fig. 8.11. The
agreement between the experiment and the full simulation with centrifugal force
was excellent at small and moderate δr, and indicated a quantitative agreement
of the domain size between experiment and simulation with centrifugal force, as
observed qualitatively in Fig. 8.1. The slight deviation at large separations should
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Figure 8.11: Azimuthal average of the auto-correlation function of the wavedirector angle field for Γ = 36, ε = 0.05, Ω = 16.25, Pr = 0.82. Solid line:
from simulation of Boussinesq equations with centrifugal force included. Dashed
line: from simulation but with centrifugal force neglected. Dotted line: from
experiment.
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probably be disregarded due to lack of a sufficient quantity of data, even with the
help of the unbiased form of the auto-correlation function to mitigate this issue.
The simulation which neglected centrifugal force exhibited an overall larger correlation than the experimental result, in agreement with the larger domains shown
in Fig. 8.1.
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Conclusion
We have solved the domain-chaos puzzle. The results from the experiment
were consistent with the prediction of the GL model for the correlation length
ξ ∼ ε−1/2 , provided that extreme care was applied in computing the structure
factor in order to avoid an effect from the finite size of the pattern images. By using
the maximum entropy method instead of the classic Fourier transform method to
obtain the structure factor, we were able to overcome the finite image-size effect.
The result from the experiment for the frequency still disagreed with the GL
model prediction of f ∼ ε, however, thanks to the Boussinesq simulations by
J.D. Scheel and M.C. Cross, we now understand that the centrifugal force causes
a downward shift in the value of the measured exponent µ for f ∼ εµ . At large
enough Γ, we discovered the formation of a hybrid state that contains both domain
chaos and radial patterns reminiscent of undulation chaos. We have characterized
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this hybrid state using local wave-director analysis. We also observed a slight shift
in Rc for this state.
The local-wave director analysis provided extensive information about the behavior of the defects and domains in the pattern. We found that there was a
characteristic frequency present in the width of θ correlation functions of the local wave-director field. This frequency corresponded to the switching frequency of
the domains. We were also able to detect the same frequency in defect areas, but
not in domain areas. This is indicative of the dynamics of domain chaos, which
are characterized by defects which grow on top of the rolls in the domain until
the domain either switches orientation or is eaten up by another domain via a
traveling wall of defects.
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Appendix A
Demodulation
As a simple example of how the demodulation used by the CMT algorithm
works, we consider a straight roll pattern

u (x, y) = u0 cos (kx x + ky y) .

(A.1)

Rewriting this in complex form yields

u (x, y) =


u0  i(kx x+ky y)
e
+ e−i(kx x+ky y) .
2

(A.2)

We will simulate the CMT algorithm algebraically by Fourier transforming
this ideal pattern, filtering out all the power except that at one orientation, and
then inverse Fourier transforming. The Fourier transform is

ũ
which reduces to

kx′ , ky′



=

Z

∞

−∞

Z

∞
′

′

u (x, y) eikx x eiky y dxdy ,

−∞
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ũ

kx′ , ky′



u0
=
2

Z

∞
−∞

Z

∞

−∞

h ′
i
′
′
′
ei(kx +kx )x e(ky +ky )y + ei(kx −kx )x e(ky +ky )y dxdy . (A.4)

Now we use the definition of a delta-function

1
δ (k − k) =
2π
′

Z

∞
′

ei(k −k)x dx

(A.5)

−∞

to reduce Eq. A.4 to


 u0 

ũ kx′ , ky′ =
(2π)2 δ (kx′ + kx ) δ ky′ + ky + (2π)2 δ (kx′ − kx ) δ ky′ − ky
2

(A.6)

As we might have expected, Fourier transforming gives two delta functions
with peaks located at (kx , ky ) and (−kx , −ky ). To get the demodulated Fourier
spectrum ũD , we drop the peak at (−kx , −ky ) and apply an inverse Fourier transform. The filtered Fourier spectrum is

 u0

ũD kx′ , ky′ =
(2π)2 δ (kx′ − kx ) δ ky′ − ky ,
2

(A.7)

and applying an inverse Fourier transform

u0
uD (x, y) =
2

Z

∞
−∞

Z

∞

−∞


′
′
δ (kx′ − kx ) δ ky′ − ky e−ikx x e−iky y dkx′ dky′
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yields the demodulated image for the filter angle corresponding to (kx , ky )

uD (x, y) =

u0 −ikx x −iky y
e
e
.
2

(A.9)

We note that the modulus of uD is proportional to the original pattern amplitude

|u (x, y)| =

u0
.
2

(A.10)

If the pattern had instead been a superposition of many modes, as is the case for
domain chaos patterns, u0 would be the amplitude of the (kx , ky ) mode.
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Effect of θKL on the Switching
Angle
Recall that the linear stability analysis of the Küppers-Lortz system [40, 41]
yielded a critical angle θKL which corresponds to the wave-director angle of the
lowest growing mode at Ωc . Thus, if we believed that the domain-chaos mechanism
was driven solely by infinitesimal perturbations that grow on top of the preexisting roll structure (we do not), as would be the case for a pure Küppers-Lortz
mechanism, then we would expect the switching angle θSW of the domains to be
the same as θKL , at least at onset. In the case of infinite Pr, it was found that
θKL = 58◦ [40]. The angle depends on Pr, and for a value of Pr = 0.8, close to
that of the present experiment, the angle is θKL = 38.4◦ [13].
Previous experimental work found that the measured switching angle was
about 58◦ and independent of ε, which is in disagreement with the θKL for the Pr
of the experiment [36]. Since the experiment was performed (necessarily) at finite
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ε, there was a band of angles corresponding to positive growth of the KüppersLortz instability. The angle 58◦ fell within an extremely narrow section of that
band indicating that, although the selected angle did correspond to a mode with
a positive growth rate, the growth rate determined from linear-stability analysis
was not the decisive factor in selecting the angle in the experiment. We note
that this angle can be observed by inspection of Fig. 1.2, where the domain in
the highlighted region switched by an angle of about 58◦ . In contrast with the
experimental result, a Boussinesq simulation recently found that θSW agreed with
θKL roughly independently of ε for a system similar to that of the aforementioned
experiment [56]. As an additional comparison, we have determined θSW from our
SH simulation discussed in Sect. 5.1.
Figure B.1 shows the measured switching angle θSW for various θKL from the
simulation of Eq. 5.1. The parameters g2 and g3 of Eq. 5.1 were chosen using the
relations in Eqns. 5.5 and 5.6 such that ε̃ = 0.1 (or in physical units, ε = 0.0385)
and w = 1.458 (or in analogy to the experimental fluid, Ω ≃ 17.5) were held
constant but θKL varied. We found that θSW ≃ 58◦ , roughly independently of
θKL over the range. If the angle was selected via the linear mechanism, then we
would have expected the data to fall on the dashed-line. Thus, the mechanism for
selection of θSW is not linear, but instead, a nonlinear process selects the angle.
Coincidentally, the angle in the SH simulation and the experiment agree.
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Figure B.1: Switching angle θSW determined from the simulation of the SH
model of domain chaos with ε̃ = 0.1 and w ≡ Ω/Ωc = 1.458 (w is given by
Eq. 5.4). Circles: θSW obtained from the SH simulation. Dashed line: θSW = θKL
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Appendix C
Including Mean Flow in the SH
model
In the form of Eq. 5.1, the SH domain chaos model does not take into account
the coupling of ψ to the vertical vorticity ζ. This prevents the effect of mean
flow, forcing Pr to be infinite. Such a coupling was incorporated in a SH model
for non-rotating RBC in Ref. [27]. In that paper, two models were explored. I
made modifications to the SH simulation software in order to include a model that
incorporated ζ. I used what Ref. [27] refers to as model II with d = 3 because
they argue that it does a better job of matching the Busse balloon. The equations
are

h
2 i
2
∂t ψ + U · ∇ψ = ε̃ − ∇ + 1 ψ + 3∇2 ψ (∇ψ)2
and

241

(C.1)

Appendix C. Including Mean Flow in the SH model




∇2 ζ = gFγ ∇ ∇2 ψ × ∇ψ · ẑ

(C.2)

U = (Ux , Uy ) = (∂y ζ, −∂x ζ) ,

(C.3)

where U is the drift velocity

g is a coupling constant, and Fγ is an artificial Gaussian filter included in the
numerical simulation in order to remove the short wavelengths that are not properly included in the model. A subsequent version of the model, given in Ref. [16],
properly included the short wavelength effects, but I have not pursued that here.
A value of g = 10 corresponds roughly to Pr = 0.7 [72].
I followed the same procedure as discussed in Sect. 5.2 for numerically solving
Eq. C.1 given a solution for ζ. However, in order to include ζ, I had to implement a
solver for Eq. C.2. At any given time step, the r.h.s. of Eq. C.2 is a constant, thus
the problem is reduced to solving the Poisson equation for ζ. In order to maintain
consistency with the solution of Eq. C.1, I used a spectral method to solve for ζ.
First I subtracted the mean value from the r.h.s. of Eq. C.2 and applied the FT

to the result. Then I divided by − kx2 + ky2 and applied an inverse FT to yield
ζ. Without subtracting the mean, the DC component would have been nonzero
and I would have had to include a division by zero when dividing by − kx2 + ky2



for kx = ky = 0. Since the Poisson equation is linear, I simply removed that
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component from the r.h.s. and solved the rest of the ζ field. To get the entire ζ, I
superposed the result from the spectral technique with the analytic solution of the
Poisson equation with the r.h.s. equal to a constant. The solution to ∇2 Φ = A is
given by Ref. [73] as

∞
4A X sin [(2m + 1) πx]
Φ (x, y) = − 3
π m=0
(2m + 1)3

 )

cosh (2m + 1) π y − 21
, (C.4)
1−
cosh [(2m + 1) π/2]

(

where A was set to the value of the mean of the r.h.s. of Eq. C.2 which was
subtracted earlier.

243

Bibliography
[1] K.M.S. Bajaj, J. Liu, B. Naberhuis, and G. Ahlers, Phys. Rev. Lett. 81, 806
(1998).
[2] K.M.S. Bajaj, N. Mukolobwiez, N. Currier, and G. Ahlers, Phys. Rev. Lett.
83, 5282 (1999).
[3] K.M.S. Bajaj, N. Mukolobwiez, J. Oh, and G. Ahlers, J. Stat. Mech., submitted.
[4] N. Becker, J.D. Scheel, M.C. Cross, and G. Ahlers, submitted to Phys. Rev.
E.
[5] E. Bodenschatz, D.S. Cannell, J.R. de Bruyn, R. Ecke, Y.-C. Hu, K. Lerman,
and G. Ahlers, Physica D 61, 77 (1992).
[6] E. Bodenschatz, W. Pesch, and G. Ahlers, Annu. Rev. Fluid Mech. 32, 709
(2000).
[7] J.R. de Bruyn, E. Bodenschatz, S. Morris, S. Trainoff, Y.-C. Hu, D.S. Cannell,
and G. Ahlers, Rev. Sci. Instrum. 67, 2043 (1996).
[8] F.H. Busse, Rep. Prog. Phys. 41, 1929 (1978).
[9] F.H. Busse and K.E. Heikes, Science 208, 173 (1980).
[10] S. Chandrasekhar, Hydrodynamic and Hydromagnetic Stability, (Oxford University Press, Oxford, 1961).
[11] R.M. Clever and F.H. Busse, J. Fluid Mech. 94, 609 (1979).
[12] R.M. Clever and F.H. Busse, J. Fluid Mech. 229, 517 (1991).
[13] T. Clune and E. Knobloch, Phys. Rev. E 47, 2536 (1993).
[14] M.C. Cross and P.C. Hohenberg, Rev. Mod. Phys. 65, 851 (1993).
244

Bibliography
[15] M. Cross, D. Meiron, and Y. Tu, Chaos 4, 607 (1994).
[16] M.C. Cross and D.I. Meiron, Phys. Rev. Lett. 75, 2152 (1995).
[17] M.C. Cross, M. Louie, and D. Meiron, Phys. Rev. E 63, 45201 (2001).
[18] K.E. Daniels, B.P. Plapp, and E. Bodenschatz, Phys. Rev. Lett. 84, 5320
(2000).
[19] K.E. Daniels and E. Bodenschatz, Phys. Rev. Lett. 88, 034501 (2002).
[20] K.E. Daniels and E. Bodenschatz, Chaos 13, 55 (2003).
[21] D.A. Egolf, I.V. Melnikov, and E. Bodenschatz, Phys. Rev. Lett. 80, 3228
(1998).
[22] D.A. Egolf, I.V. Melnikov, and E. Bodenschatz,
http://lanl.arxiv.org/ps/comp-gas/9702001 (1997).
[23] M. Fantz, R. Friedrich, M. Bestehorn, and H. Haken, Physica D 61, 147
(1992).
[24] P.F. Fischer, J. Comp. Phys. 133, 84 (1997).
[25] M. Frigo and S. G. Johnson, in Proc. 1998 IEEE Intl. Conf. Acoustics Speech
and Signal Processing, (IEEE, 1998), p 1381.
[26] http://www.fftw.org
[27] H.S. Greenside and M.C. Cross, Phys. Rev. A 31, 2492 (1985).
[28] J.E. Hart, J. Fluid Mech. 403, 133 (2000).
[29] K.E. Heikes and F.H. Busse, Ann. N.Y. Acad. Sci. 357, 28 (1980).
[30] M.S. Heutmaker and J.P. Gollub, Phys. Rev. A 35, 242 (1987).
[31] G.M. Homsy and J.L. Hudson, J. Fluid Mech. 48, 605 (1971).
[32] Q. Hou, S. Sasa, and N. Goldenfeld, Physica A 239, 219 (1997).
[33] Y.-C. Hu, Ph.D. Thesis, University of California at Santa Barbara, 1995
(unpublished).
[34] Y.-C. Hu, R. Ecke, and G. Ahlers, Phys. Rev. Lett. 74, 5040 (1995).
245

Bibliography
[35] Y.-C. Hu, R. Ecke, and G. Ahlers, Phys. Rev. E 55, 6928 (1997).
[36] Y. Hu, W. Pesch, G. Ahlers, and R.E. Ecke, Phys. Rev. E 58, 5821(1998).
[37] The Imaging Source, DFG/1394.
[38] J.D. Jackson, Classical Electrodynamics, (John Wiley & Sons, New York,
1999).
[39] J.F. Kaiser, in System Analysis by Digital Computer, edited by F. F. Kuo
and J. F. Kaiser (John Wiley & Sons, Inc., New York, 1966), p. 232.
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